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1 Introduction

In 2013, a US-based company called Mandiant attracted international head-
lines with the release of a report detailing alleged Chinese espionage activ-
ities online. The report, APT1: Exposing One of China’s Cyber Espionage
Units (Mandiant Intelligence Center 2013), provided a detailed operational
analysis of a multi-year intelligence operation by a foreign intelligence or-
ganisation. It described the methods and infrastructure being used in the
operation, as well as identifying individual spies. The report allowed de-
fenders to counter this intelligence activity and by exposing the operation
very likely led to embarrassment and other consequences for the organisa-
tion carrying out the operation.

The release of the report kickstarted what has become known as the
private-sector cyber threat intelligence industry (Oosthoek and Doerr 2020).
However, the APT1 report can equally be seen as a prime example of coun-
terintelligence; the report was an intelligence product about an adversary
intelligence service and the release of the report served to disrupt the in-
telligence activities of that service.

That the APT1 report was an example of counterintelligence is unsur-
prising. It was released by an organisation led by a former special agent
in the US Air Force Office of Special Investigation (Kevin Mandia pro-
file 2020), an organisation with a counterintelligence mission. Mandiant
counted among its employees other former members of the AFOSI who had
previously tracked similar threats in the US federal government (Bradley
and Rafferty 2008). Even the term ‘APT1’ was derived from the term
Advanced Persistent Threat (APT), originating from the US Air Force
(Bejtlich 2010).

What was surprising was that the report was produced by a private-
sector organisation and that it was released to the public. It is almost as if
during the Cold War a company had published specific, contemporaneous
information about the activities of an ongoing KGB or CIA operation –
down to the level of the addresses of safehouses, the techniques being used,
and the real names of intelligence officers involved.

In the past, private-sector organisations would have struggled to identify
intelligence activity. Journalists and academics generally lack the training
and resources to discreetly tail operational intelligence officers, for example.
Moreover, it is unlikely that journals or newspapers would have published
this information. That private-sector organisations can now track some
state espionage activity is a result of the digital revolution. Commercial
CTI would not be possible without the private ownership of much of the
underlying infrastructure of the Internet and the way computers store data
(as Stech and Heckman (2015) observe, citing Bodmer et al. (2012), “Unlike
traditional counterintelligence, ‘Almost every action in the cyber realm can
be recorded, detected, identified, analyzed, replayed, tracked, and identi-
fied’.”)
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This trend also reflects a broader diffusion into the private sector of ca-
pabilities that were previously the preserve of state bureaucracies – specif-
ically civilian and military intelligence agencies. In some cases the state
actively supported this diffusion, as was the case with the US government’s
support for the development of a commercial satellite imagery industry
(Puccionni and Ashdown 2019). Whether, and to what extent, this dy-
namic was also at play with the commercial CTI issue is not a question
I will address in this report. Nonetheless, it is clear that the CTI indus-
try has been shaped by the involvement of former intelligence practitioners;
the language the industry uses, the security models that it implements, and
the analytical methodologies that it deploys are all derived from state in-
telligence activity. In other words, in addition to the technological change,
there has also been a diffusion of tradecraft from the classified sphere into
the commercial sector.

As such, the evolution of the CTI industry is also a story about how
a group of information technology experts became involved in an activity
that was traditionally restricted to state intelligence. In the words of one
CTI practitioner, “[I was a] sysadmin [...] who now suddenly finds myself
doing threat intel” (see Section 4.3). These interactions between people
with technical backgrounds on the one hand and intelligence and military
backgrounds on the other are all the more notable given traditional concep-
tions of the anti-authority computer hacker living on the electronic frontier.
As I will explore below, these two communities have come together in the
CTI industry.

It is not clear that the information security experts have fully inter-
nalised the implications of engaging in a counterintelligence competition
with nation-states. Guerrero-Saade (2015) suggests that the information
security community is having something of an identity crisis as a result of
its focus on APT research. “Information security researchers are increas-
ingly involved in investigating state-sponsored or geopolitically significant
threats. As a result, the affable and community-friendly information se-
curity researcher has become the misunderstood and often imperilled in-
telligence broker. In many ways, researchers have not come to accept this
reality”.

Cavelty and Wenger (2020) argue that cyber security researchers “need
to better integrate concepts and mechanisms from IR and security studies,
IPE, and intelligence studies to analyze the transformation of intelligence
services and how this affects their relationship with private cyber secu-
rity and intelligence firms.” Following this argument, I begin in Section 2
with a review of the literature on the overlap between intelligence, coun-
terintelligence, deception, and cybersecurity. In Section 3, I set out my
research questions and methodology. To better understand the CTI indus-
try, I watched approximately 35 hours of video of presentations given at
summits organised by the SANS Institute, one of the leading professional
bodies for CTI. Based on an examination of this source through the lens
of theories of intelligence and counterintelligence, I sought to answer the
following three questions.
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1. Do CTI practitioners’ public statements about their activities reflect
the intelligence aspects of their work?

2. Do these statements engage with the implications of the counterin-
telligence aspects of their work and the possibility of deception?

3. Are there lessons that can be drawn from the open-source literature
on counterintelligence and deception that could be of value to CTI
practitioners?

Section 4 answers the first question. I found an industry that consciously
promotes its connections with state intelligence. Practitioners regularly
emphasised their backgrounds in state intelligence agencies, held up state
intelligence tradecraft as a model to be emulated, and appealed to cases
from intelligence history as examples for the CTI industry. In contrast, Sec-
tion 5 shows that practitioners rarely used the term ‘counterintelligence’ to
describe their work. This absence was striking given that CTI practitioners
regularly discussed the fact that their work targeted state intelligence ser-
vices, as well as grappling with counterintelligence-like concerns. In Section
6, I argue that in cases involving state intelligence services, attribution to a
sophisticated nation-state can effectively be a counterintelligence problem
requiring access to sources and methods beyond the scope of commercial
CTI. However, I question whether this is an argument for the industry
retreating entirely from public attribution.

Section 7 outlines some areas for future research. My research has fo-
cused on the way that CTI practitioners present themselves in a public
setting; research methods that provided an insight into how CTI is con-
ducted in practice would provide another an angle on this area of interest.
Equally, I have focused primarily on the US CTI industry – future research
could examine CTI activity in other countries. Finally, there is room to
expand this work’s engagement with existing theoretical frameworks in the
academic literature. This report ends in Section 8 with an assessment of the
implications of labelling aspects of commercial CTI as private-sector coun-
terintelligence, particularly given the importance of public CTI reporting
to the wider public understanding of the cyber domain. My analysis of
the SANS Summit presentations suggests that CTI practitioners continue
to debate the proper focus and scope of their work. If academics are to
contribute to that debate, then there is a pressing need to develop a clearer
understanding of CTI.
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2 Literature review

Rather than seeking concrete definitions of terms such as ‘cyber threat in-
telligence’ and ‘counterintelligence’, in the review that follows I instead out-
line the range of definitions advanced by practitioners within these fields.
In both cases this reveals tensions; in the field of CTI there is a broad
split between people who came to the industry from an intelligence back-
ground and those who view CTI primarily as a technical activity. In the
case of counterintelligence, I emphasise the tension between contingent in-
stitutional definitions of the term and a theoretical understanding of this
activity. My review shows that there is a recognised overlap between some
aspects of CTI and activities conceptualised as counterintelligence and de-
ception in the cyber domain.

2.1 Initial observations

2.1.1 Recognised parallels

Before digging into the definitions of each term, it is worth highlighting that
my assertion of a connection between private-sector CTI and counterintel-
ligence is not novel. Oosthoek and Doerr (2020) begin their assessment of
the output of commercial CTI by stating, “Effectively, CTI is the civilian,
private-sector alternative to defensive counterintelligence executed by the
established Intelligence Community (IC).” Guerrero-Saade (2015) draws a
connection between the work of CTI and counterintelligence by analogy:
“if private company employees decided to tail detectives as they in turn
surveilled the targets of an FBI investigation, then subsequently notified the
targets and published or sold this information under their company brand,
this activity would find little protection from counterintelligence, political,
and legal blowback. The same lack of cover for action applies to the realm
of digital intelligence research but is made less clear by an illusion of di-
vorce from severity granted by the medium and its inexact terminology.”
Rid (2020) makes the same point about security company CrowdStrike’s
report into the intrusions onto the network of the US Democratic National
Committee in 2016: “the firm published command-and-control nodes and
hashes, the unique communication links and secret serial numbers of the
Russian break-in tools”. Rid is clear about the parallels with counterintelli-
gence, describing CrowdStrike’s report as “the twenty-first-century version
of publicly revealing a set of clandestine dead-drop boxes while they were
still in use, or of exposing the licence plates and secret bugging devices of
undercover spies.”

2.1.2 Delinking intelligence from the state

The emergence of the CTI industry is just one aspect of a wider revolution
in private intelligence that has challenged the traditional academic preoc-
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cupation with state institutions. Herman (1996) established the focus of
his work on intelligence by defining intelligence as the activities and prod-
ucts of state intelligence agencies: “Intelligence activity is what they do,
and intelligence knowledge what they produce.” Similarly, Warner (2002)
defined intelligence as “secret, state activity to understand or influence
foreign entities.”

However, by 2014, Warner’s thinking had changed dramatically. Ob-
serving that the ability to conduct “credible intelligence activities” was no
longer solely limited to states clustered around the two Cold War super-
powers, Warner (2014) noted that “what is more, private entities and even
individuals (some with criminal motivations) can gather secrets and ma-
nipulate events around the globe ... The skills needed to “do” intelligence
have diffused around the world and across societies; they can literally be
purchased online. The problems caused by this spread of intelligence, more-
over, now reach beyond the security services to corporate offices and private
homes. In short, intelligence has traded uniqueness for ubiquity.” Stevens
(2020) observes that “[c]onceptual frameworks that start uncritically from
this analytical distinction [between public and private] risk missing from
their accounts some of the complex processes symptomatic of cybersecurity
practices.” As a more basic point, arguing that CTI cannot overlap with
counterintelligence because the latter is the preserve of nation-state agen-
cies would not reflect the increasingly intertwined and complex division of
intelligence activity across the public-private boundary.

2.2 Cyber threat intelligence

2.2.1 CTI as intelligence

A UK government report – Cyber Threat Intelligence in Government: A
Guide for Decision Makers & Analysts (2019) – provides a useful starting
point when considering definitions of the term:

“Cyber Threat Intelligence is the process of collecting, pro-
cessing and analysing information regarding adversaries in cy-
berspace, in order to disseminate actionable threat intelligence,
by understanding adversaries’ motivations, capability, and modus
operandi, to inform cyber security mitigation measures.”

A very similar definition is offered by the SANS Institute, a US-based
“cooperative research and education organization”. SANS offers a training
course on CTI, which provides the following description of CTI (SANS
Institute 2020b):

“The analysis of an adversary’s intent, opportunity, and capa-
bility to do harm is known as cyber threat intelligence. Intel-
ligence is not a data feed, nor is it something that comes from
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a tool. Intelligence is actionable information that answers a
key knowledge gap, pain point, or requirement of an organiza-
tion. This collection, classification, and exploitation of knowl-
edge about adversaries gives defenders an upper hand against
adversaries and forces defenders to learn and evolve with each
subsequent intrusion they face.”

These definitions – one posited by a government agency and the other
by a non-governmental organisation – suggest very similar views of CTI
as an activity aimed at producing intelligence about an adversary that
is actionable for the customer organisation. They are characteristic of a
conception of CTI as activity falling within the broader sphere of intelli-
gence work, to be carried out by trained intelligence analysts rather than
technical specialists. Cyber Threat Intelligence in Government: A Guide
for Decision Makers & Analysts (2019), for example, notes that CTI is a
“natural extension of physical threat intelligence... Likewise it does not
require much additional training or technical analysis to upskill existing
intelligence analysts in the cyber arena – the opposite is much more chal-
lenging.” In this conception, CTI analysis clearly depends on a wider range
of sources than solely technical artefacts such as malware code or network
traffic; the report claims that “[k]ey areas such as international relations or
geo-politics are both vital to contextualising CTI.”

2.2.2 CTI as a technical activity

Despite the clear emphasis in these definitions on CTI as an outgrowth
of traditional intelligence activities, an examination of the commercial CTI
sector makes clear that in practice there is an alternative conception of CTI
as primarily a technical activity. Mandt (2017) observes that “[c]urrent ap-
proaches to cyber-threat intelligence rely heavily on automated processes
that seek to minimize reliance on human involvement” and that “the cyber-
security community possesses a much deeper reservoir of knowledge and
appreciation for technology than for intelligence-analysis processes.” Sim-
ilarly, the SANS website (SANS Institute 2020b) asks: “how many of us
have taken structured analysis training instead of simply attending tech-
nical training? Both are important, but very rarely do analysts focus on
training on analytical ways of thinking.”

Mandt (2017) conducts a survey of the literature that reveals a widely
held conception of CTI as primarily a technical activity. Mandt cites two
surveys conducted by the SANS Institute in 2014 and 2015 as further ev-
idence of this technical conception of CTI. He notes that the surveys “de-
fined cyber-threat intelligence as a set of data, not as a product of data
being processed and analysed” and that “the surveys considered cyber-
threat intelligence almost exclusively through a technical lens focused on
tactical cyber-defence activities.”(ibid.) The comparison between this de-
scription of CTI and the description of the CTI course in SANS Institute
(2020b) suggests either that the organisation’s view of CTI has evolved in
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the intervening years or that even within this one organisation that there
exist differing views on the proper focus of CTI activity.

One consequence of this focus on CTI as a technical activity is seen
in recruitment choices. For example, Mandt (2017) notes that Ludwick
et al. (2013) found that “despite a claimed preference among respondents
for training traditionally intelligence analysts in the technical aspects of cy-
ber, when pressed to describe the qualities of an ideal candidate for cyber-
intelligence work, expertise in the cyber realm was most emphasized.” Simi-
larly, Guerrero-Saade (2015) observes that “[d]espite recruiting a wide array
of practitioners, dedicated analyst positions in threat intelligence are still
largely reserved for candidates with strict computer science backgrounds.”

2.2.3 An industry divided by background

Work (2020a) provides a detailed evaluation of commercial CTI. Like Mandt
(2017), he sees “substantial variation in how the discipline is conceptual-
ized and how its functions are pursued.” On one hand, Work observes that
“technical analysis is generally the most accepted of the cyber analytic
functions” and that some organisations in the sector “may offer limited
or no analytic value add, providing only structured data feeds”. On the
other hand, some organisations appear to be closer to the intelligence-
centric conception, providing “all source analysis of technical and other
attribution observables as a means of explaining or anticipating adver-
sary capabilities and intentions”. Work notes that the latter organisations
“may leverage more traditional analytic tradecraft, including structured
analytic techniques and other methodologies, encompassing political, mili-
tary, economic, diplomatic, and counterintelligence factors.” Additionally,
Work states that “[a] meaningful subset of what is disseminated as cyber
intelligence reporting originating from vendor entities must also be consid-
ered merely as marketing collateral.”

Both Mandt and Work have backgrounds in US government intelligence:
Mandt is as an analyst with the US Air Force of Special Investigations
(AFOSI), while Work’s background is in “cyber intelligence and operations
roles for the private sector and U.S. government”(Work 2020a). As such,
it is understandable that they view CTI through the lens of conventional
intelligence. The conclusion of Mandt’s review of the literature on CTI
is that “[t]he cyber-security community does not yet possess a sufficiently
deep understanding of intelligence processes.” Work shares Mandt’s con-
cern, warning that “the practice of commercial cyber intelligence now risks
being divorced in key ways from traditional theories of intelligence profes-
sionalism”. The idea that these two conceptions of CTI are driven by the
backgrounds of the people working in the industry is one that I will return
to below. However, criticism of the quality of analysis in commercial CTI
is not limited to people with government backgrounds. Guerrero-Saade
(2015) – who emphasises his background as a philosophy student – ob-
serves that: “analysis in the threat intelligence space is politically weak
and oversimplified. Hypotheses are treated as fact; countries are discussed
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as entities of singular composition with predictable motivations.”

2.3 Counterintelligence

2.3.1 Counterintelligence as intelligence

Odom (2003b), a former director of the NSA, described counterintelligence
as “the most arcane and organizationally fragmented, the least doctrinally
clarified, and legally, and thus politically, the most sensitive intelligence
activity.” Moreover, Redmond (2010), a former head of CIA counterintelli-
gence, observed that “CI means different things to different organizations
and intelligence officers, and encompasses a wide continuum of activities.”
Taken together, these comments suggest a need to identify a definition
of counterintelligence that is wide enough to encapsulate what different
practitioners mean by the term, without being beholden to any particular
institution’s definition.

Odom (2003a) provides a rarefied definition of counterintelligence as
“...intelligence about an adversary’s intelligence capabilities, targets, means,
techniques, and so on. It is a subset of intelligence analysis and produc-
tion, a special kind of intelligence product.” Jervis (2008), who worked as a
consultant at CIA, approvingly paraphrases the two key aspects of Odom’s
definition: “It is intelligence about other countries’ intelligence. Like intel-
ligence, it is about gathering and analyzing information”. Ehrman (2009)
similarly states that “counterintelligence is primarily an analytical disci-
pline, which in turns centers on the study of intelligence services.” These
definitions point to a conception of counterintelligence as an analytical ac-
tivity aimed at producing knowledge about an intelligence organisation.

2.3.2 Counterintelligence as activity

The focus on ‘counterintelligence-as-intelligence’ in the definitions from
Odom and others jars with the popular conception of counterintelligence as
primarily concerned with counterespionage, a view inspired by the works of
John LeCarré among others. Moreover, Odom’s definition – coming from
a foreign intelligence background – might not be uncritically accepted by
practitioners from a military or domestic security background. Other defi-
nitions of counterintelligence put greater emphasis on ‘counterintelligence-
as-activity’. Prunckun (2011) formulates a “grounded theory” of counter-
intelligence that he intends should not be specific to a particular domain
(for example law enforcement, foreign intelligence). However, in contrast to
Odom’s definition, Prunckun suggests that counterintelligence could be de-
fined as “an activity aimed at protecting an agency’s intelligence program
against an opposition’s intelligence service.” Prunckun draws an analogy
to football, arguing that counterintelligence is like the goalkeeper without
whom the other team could score unopposed. While Prunckun’s concep-
tion of counterintelligence is not incompatible with Odom’s, it does paint
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Figure 1: Different conceptions of counterintelligence

counterintelligence in a very different light; rather than Odom’s intelligence
analysts, Prunckun sees people acting against a foreign service like goal-
keepers on a football pitch.1

Prunckun divides counterintelligence into offensive and defensive func-
tions and formulates four principles within these functions: deterrence and
detection within defensive counterintelligence and deception and neutrali-
sation on the offensive side. Ehrman (2009) regards an offensive/defensive
distinction within counterintelligence as “a false dichotomy”, arguing that
“[a]s with an army’s machine guns, all types of counterintelligence opera-
tions serve effectively on both the offense and defense”. Stech and Heck-
man (2018) accept that Prunckun’s four categories are “distinct” but follow
Ehrman’s argument that “in actual counterintelligence operations, an or-
ganization would use all four categories in a coherent, integrated program
against an adversarial espionage threat.”

Figure 1 illustrates the aspects of counterintelligence that different con-
ceptions emphasise. Odom’s rarefied, almost scholarly conception of coun-
terintelligence can be compared with more operational definitions such as
Prunckun’s that emphasise counterintelligence as activity aimed at an ad-

1Prunckun (2014) reflects an evolution in his thinking, stating that “counterintelli-
gence is not a security function per se. Even though counterintelligence incorporates
security, is has at its core analysis and acts as the keystone that holds other forms of
intelligence work together.” This underlines my point that the choice of what to empha-
sise is often greater than the differences in understandings of counterintelligence between
authors.
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versary’s intelligence operations or at securing an organisation’s own infor-
mation. At the bottom of the pyramid, there are conceptions of counter-
intelligence as broadly analogous to operational and information security
(Faraon 2009). In practice these different conceptions are interrelated. For
example, producing intelligence on another service requires countering that
service’s denial and deception and ensuring the security of your own infor-
mation. Which level of the pyramid an individual author emphasises is
likely to reflect their institutional background, among other factors.

Similarly, organisations might define ‘counterintelligence’ in a way that
emphasises different aspects of the activity, for a range of contingent his-
torical or bureaucratic reasons. Very broadly, foreign intelligence services
will generally emphasise the top of the pyramid, compared to domestic se-
curity services that probably spend more time focused on the lower two
levels. Within both types of organisations there are likely to be infor-
mation assurance or security units whose focus will primarily be on the
lowest level of the pyramid. Moreover, organisations with the word ‘coun-
terintelligence’ in their description will often conduct separate activities,
such as counter-subversion or maintaining discipline within the ranks of
the military. Nonetheless, these activities do not fall within a theoretical
understanding of counterintelligence.

These semantics matter for the discussion of the connections between
CTI and counterintelligence. Arguments that claim that CTI is not coun-
terintelligence because it does not fulfil some aspects of the pyramid, or
other institutional functions that are often associated with counterintel-
ligence, are likely to be prioritising contingent institutional definitions of
counterintelligence. Just because commercial CTI does not encompass all
the activities that the FBI considers counterintelligence, for example, does
not mean that commercial CTI is not conducting some form of counter-
intelligence. Moreover, intelligence capabilities and missions are already
widely distributed between agencies and across the public-private sector
divide (Cavelty and Wenger 2020). In other words, it is very unlikely that
any state intelligence community has a single integrated organisation that
conducts all aspects of the national counterintelligence mission. Applying
this standard to a commercial organisation is therefore too high a bar.

2.3.3 Theoretical overlap between CTI and counterintelligence

Shin and Lowry (2020) cite Prunckun’s definition of counterintelligence in
the context of cybersecurity, noting that “such goals closely resemble CTI
objectives.” They “insist that a counterintelligence theory can provide a
high-level structure with which to frame the benefits of CTI.” Duvenage
and Solms (2014) – who have written extensively on cyber counterintel-
ligence – describe their goal as “going back to some time-tested CI con-
structs and appl[ying] these to the cyber realm.” They observe that the
advancement of commercial CTI solutions reflects the “recognition of the
imperative of intelligence on threat actors and the need to engage threats
proactively/offensively”.
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Stech and Heckman (2018) link the concepts of deception and cyber
counterintelligence. Their conception of cyber counterintelligence notably
overlaps with CTI in many respects. Using Prunckun’s categorisation,
Stech and Heckman provide examples of activities that they deem cy-
ber counterintelligence activity: “Share actionable indicators” is an ex-
ample of passive defensive cyber counterintelligence, “Gather intelligence
on ongoing intrusions” and “Share indicators to force infrastructure and
‘toolkit’ rotation” are described as active defensive cyber counterintelli-
gence. These activities are central to the practice of CTI. There is less
overlap between CTI and what Stech and Heckman term ‘offensive cyber
counterintelligence’. Here the examples are of suggested activity are less
clearly within the remit of CTI: ‘passive offensive’ cyber counterintelligence
includes “Sinkhole... [attacker’s] hop points”, which might be considered
‘hack-back’ by CTI practitioners. However, other suggested actions in the
‘offensive mode’ are not clearly outside the scope of CTI activity. For exam-
ple, Stech and Heckman propose the use of honeypots to lure and deceive
adversaries, as well as the identification of human operators behind attacks.
These are both activities that the CTI industry has at times conducted.

2.3.4 Drawing direct parallels

There have been attempts to draw direct parallels between counterintel-
ligence history and cyber security. For example, Riehle and May (2019)
proposed using the Soviet illegals programme2 as a model to understand
targeted cyber threats, arguing that an “APT represents the technological
equivalent of a classic human ‘illegal’ operation.” Riehle and May intend
this insight to be of practical value for a computer security practitioner:
“[d]espite the differences, the computer network defense community could
learn from the long counterintelligence history of identifying Soviet and
Russian illegals and apply that knowledge to identifying APT-sponsored
network penetrations.” They draw a direct line between attribution and
counterintelligence: “The most effective method to identify and neutralize
an APT would be counterintelligence penetrations of a foreign actor’s com-
puter networks, which, like penetrations of a foreign intelligence service,
are deliberate acts of a counterintelligence service to open a window into
the inner workings of the foreign actor.”

Warner (2017) also notes that there are “obvious parallels” between
cyberspace operations and human espionage. However, for Warner, these
comparisons are a natural consequence of a wider point; “what we call
cyber is intelligence in an important sense”. In other words, it is unsurpris-
ing that there are parellels between the Soviet illegals and APT activity,
because these are both intelligence operations being conducted by state
intelligence services. However, Warner also argues that the “global dif-
fusion of cyberspace, [is] allowing formerly state-monopolized means and
capabilities to be used by almost anyone with an Internet connection. The

2An illegal is an intelligence officer who operates abroad under an assumed identity
without diplomatic cover. Without the protection of a diplomatic role, they rely on
remaining unknown to the counterintelligence services of the country.
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same diffusion of intelligence tools in cyberspace also made virtually every-
one a potential collector of intelligence or a potential intelligence target.”
Warner’s equation of cyber and intelligence points to an interesting corol-
lary: if what we call cyber attacks are in some sense intelligence operations
– even when not conducted by traditional state intelligence services – then
there is even more reason to see parallels between CTI and counterintelli-
gence.

2.3.5 Public CTI reporting and secret intelligence

Work (2020a) examines the new centrality of commercial actors in reveal-
ing adversary intelligence activity in the cyber domain: “increasingly, it is
the private operators of this critical infrastructure, and the commercial en-
terprises that support its defence, that are responsible for the disclosure of
what once were clandestine engagements.” He underlines the importance
of commercial CTI reporting: “Policymakers, military professionals, and
scholars must rely heavily on this new range of sources to understand de-
velopments in the cyber domain.” This theme is echoed by Stevens (2020),
in her article examining the role of private companies in the construction
of cyber security as a phenomenon. Stevens examines reporting on the
Stuxnet malware by companies including Symantec. She notes that un-
til 2010, “market-oriented entities such as Symantec had not taken such
a forthright role in materializing cybersecurity knowledge on the interna-
tional stage.” Stevens argues that “[r]eports such as Symantec’s are an
important constitutive element in wider practices of hardening facts about
threats.”

The history of secret intelligence activity makes clear that the course
of events can be shaped, radically, by activities that do not become public
knowledge for decades. This idea – of the ‘missing dimension’ in inter-
national relations – was popularised by intelligence historian Christopher
Andrew; “Though secret intelligence does not, of course, always add sig-
nificantly to information from open sources, it is an essential part of the
study of modern international relations.” (Andrew 1998) Underlining its
applicability, Work (2020a) cites the ‘missing dimension’ in his evaluation
of commercial cyber intelligence. More broadly, we could conceptualise the
idea of the ‘missing dimension’ as the way that secret intelligence activity
- by actors including but not limited to state intelligence organisations -
affects the dynamics of a field of study in ways that may not become public
knowledge for many years. The close interconnection between intelligence,
cyber, and deception noted by Warner (2017), Gartzke and Lindsay (2015),
and others, makes it reasonable to hypothesise that the impact of the miss-
ing dimension will be exacerbated in the cyber domain.

For example, news reporting in 2020 confirmed that Crypto AG, once
one of the world’s leading producers of cryptographic equipment, had for
much of its existence been owned by US and German intelligence services
(Jacobs 2020). Although the arrangement had been reported in public
sources (Shane and Bowman 1995), the 2020 reports were based on doc-
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umentary evidence that had previously been lacking. As another exam-
ple, the Shadow Brokers leak appeared to include NSA-developed tools
that could be used to edit system logs, rather than simply deleting them
(Williams 2017). The public revelation of such a capability casts doubt on
previous forensic investigations of intrusions, again highlighting a missing
dimension in public understandings of what was possible in the field of
cyber security.

If public CTI reporting shapes what the public, academics, and even
many decisionmakers know about competition in the cyber domain, then
the focus and quality of that reporting clearly matters. However, as Guerrero-
Saade (2015) argues, marketing and other commercial considerations ac-
tively shape the content and timing of the release of CTI reporting: “re-
searchers lack the intention and leverage to curb public relations and mar-
keting department priorities that shape the company’s ultimate offering of
the research product.” Similarly, Maschmeyer, Deibert, and Lindsay (2020)
provide persuasive evidence that commercial CTI reporting prioritises novel
or technologically sophisticated tools and techniques, used against corpo-
rate and government clients (with the budget to pay for the companies’
services), and emerging from states viewed as adversaries by the United
States. In contrast, public reporting downplays known but effective at-
tacks against civil society organisations in large parts of the globe. As they
argue, “commercial reporting creates a distorted picture of cyber conflict
as researchers base their analyzes on a skewed sample of cases.” Moreover,
the important role of commercial CTI in exposing the missing dimension is
far from guaranteed. Guerrero-Saade (2015) identifies threats to continued
public CTI reporting in the form of “PR smearing, nationalistic politiciza-
tion, market balkanization, and deadly regulatory restrictions”. If CTI
companies retreat behind the paywall, restricting their reporting to clients
operating under the terms of non-disclosure agreements, then the extent of
the missing dimension in wider public understanding of cyber activity will
increase.

2.4 Deception and counterdeception

In intelligence studies and military doctrine there is a close theoretical and
operational relationship between counterintelligence and deception; this re-
lationship is even more important in the cyber domain. Gartzke and Lind-
say (2015) have persuasively argued that the cyber domain is characterised
by the prevalence of deception. An adversary using a phishing email to gain
access to a network is using deception, for example. Gartzke and Lindsay
also draw clear parallels between information security and counterintelli-
gence: “The everyday practice of cybersecurity has much in common with
the classic give-and-take of intelligence-counterintelligence contests”, while
also noting that “[i]n global networked information systems... there are far
more people involved in the deceptive game than ever before.”

Hutchinson (2004) has argued that US military deception and informa-
tion warfare doctrine emerged from analysis of Russian and then Soviet use
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of deception. Bringing these two strands together, a paper on deception
by Feer (1989) describes his attempts to effectively replicate the deceptive
methods used by Soviet military commanders in US military wargames.
Feer points to the role of intelligence organisations in promulgating adver-
sary deception: “when it comes to deception, intelligence is the problem,
it’s not the cure. You are the transmission belt for the other side’s decep-
tion, or at least a substantial part of it.”

An influential body of work by MITRE Corporation, and in particular
Frank Stech and Kristin Heckman, has sought to apply traditional military
deception to cyber security (for example, Stech and Heckman 2015; Stech
and Heckman 2018). More recently, bodies such as the National Cyber
Deception Laboratory (NCDL) in the UK have sought to promote the use
of more sophisticated deception strategies for cyber security (outlined in
Ashdown 2020). As deception activity becomes more sophisticated, the
parallels with counterintelligence become more apparent. Stech and Heck-
man (2015) define counter-deception as “a deception operation run by the
defender’s deception organization to expose or exploit an adversary’s decep-
tion operations.” Counterdeception is defined as “the analysis of the actions
and intentions of an adversary’s denial and deception operations”, paral-
leling the analysis-focused definition of counterintelligence outlined above.
Indeed, Stech and Heckman emphasise that “[a]ll definitions of counter-
deception link it to the function of intelligence.” Similarly, Odom (2003b)
argues that “[v]alid and comprehensive counterintelligence is imperative for
operations intended to mislead an adversary. Because counterintelligence
organizations obviously are in the best position to carry out some aspects
of deception operations, they become involved in operations that exceed
the narrow definition of counterintelligence.” The prevalence of deception
in the cyber domain suggests that CTI analysts are likely to be called on
to think about deception, underlining another parallel between CTI work
and counterintelligence.

2.4.1 The limits of technical analysis for penetrating deception

In his paper on red-teaming Soviet military commanders, Feer (1989) con-
cludes in language that is resonant with current technical conceptions of
CTI: “The conceptual basis for analysis has to change from one of trying
to detect deception by looking for indicators to one of analyzing the op-
erational alternatives available to the enemy and evaluating the relative
likelihood of them given an understanding of the available intelligence with
reference to enemy behaviour.” Redmond (2010) cites an example from
intelligence history to underline the reality of ‘long con’ deception.

“In one Warsaw Pact country in the 1970s, an individual pur-
porting to be an officer of the internal security service volun-
teered by note to the CIA. He [...] provided valuable information
concerning his service’s plans to run controlled cases against the
CIA and other operations against the U.S. embassy. [...] Be-
cause he had been of established value, CIA CI officers were

15



stunned to learn, at the end of the Cold War, that the case had
been controlled from the beginning. It appears that his coun-
try’s internal security service, taking the long view so alien to
Western services, was trying to establish him as a contingency
asset for a major disinformation operation in the future.”

The CTI industry is very good at identifying ‘false flags’, a term loosely
used to refer to deceptive technical indicators introduced by an adversary
to confuse defenders (Greenberg 2019). However, technical analysis alone
will only uncover technical deceptions. Moreover, it is possible to deceive
people with the truth.

Consider the contrast between two examples. In Example 1, an intelli-
gence service in State A conducts an operation against State C in the cyber
domain, but in doing so introduces technical signatures that conceal the
involvement of State A and deceptively imply the involvement of State B.
In Example 2, the State A intelligence services establishes a cut-out opera-
tion in State B that then conducts intelligence operations against State C.
In Example 1, rigorous technical analysis could reveal the fiction, showing
that the attack from State B really originated in State A. In Example 2,
however, there is no deception for the technical analysis to penetrate. The
operation really was conducted from State B, using software setting appro-
priate for State B, during typical State B working hours, originating from
IP addresses in the State B address space.3

Alternatively, an intelligence service that has been tasked with a re-
quirement (for example, to acquire digital currency to support the country’s
illicit economy) could conduct an operation in support of a different goal
(for example, developing a better understanding of an adversary’s military
order of battle) in the reasonable expectation that the second operation will
be detected, and thereby deceive some observers as to the current focus of
the state’s intelligence activities.4 As in the previous examples, there is
no technical deception here for the observer to penetrate. More seriously,
an entirely accurate technical analysis could serve to perpetuate State A’s
deception. Note also the similarities to the case described by Redmond; the
source really was a member of the Warsaw Pact country’s security service,
and the information he provided was accurate and of real operational value.
As Jervis (2008) notes while discussing a similar, hypothetical case: “the
very value of the information they are getting may indicate, not that the
agent is a trustworthy source, but that she is part of a scam of enormous
proportions.”

Unless an analyst has access to the adversary intelligence service’s doc-
umentation (the authorisation for the operation, the tasking order to the
unit involved) or to a human source within the service itself, there will be

3In the context of the cultivation of an agent by a human intelligence case officer,
Example 1 would be a ‘false flag’ operation – the case officer recruiting the native of
State C while pretending to be a national of State B.

4The service’s ‘A’-team could be tasked on the financial crime operation, in the
expectation that the less effective ‘B’-team will be detected conducting the military-
focused operation.
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a gap between any observed behaviour and the adversary’s intent. The
response to this fundamental uncertainty – and the opportunity for decep-
tion that it creates – is not to descend into the paralysis of uncertainty,
lost in the endless doubts that controversial former CIA counterintelligence
chief James Angleton referred to as the “wilderness of mirrors” (Robarge
2009). Historically, intelligence communities such as those in the UK and
the UK have responded to intelligence failures and the possibility of decep-
tion by emphasing analytical tradecraft (Review of intelligence on weapons
of mass destruction 2004). Such tradecraft recognises the possibility of
deception, combats this with structured analytic techniques and multiple
sourcing where possible, and emphasises estimative language and caveats
in intelligence products. Rid (2020) cites a quotation reliably attributed
to the onetime head of the Soviet KGB’s disinformation service, Vladimir
Petrovich Ivanov: “Ivanov explained that it was very important to under-
stand the specific target of a disinformation operation. Diplomats were
softer targets than intelligence officers, he said. ‘An intelligence officer will
by default report data to the relevant agency where serious analysis will
reveal the forgery’.”

The APT1 report (Mandiant Intelligence Center 2013) includes a lim-
ited example of a structured analytic technique called the Analysis of Com-
peting Hypotheses (ACH). The report states that: “the facts dictate only
two possibilities: either a secret, resourced organization full of mainland
Chinese speakers with direct access to Shanghai-based telecommunications
infrastructure is engaged in a multi-year, enterprise scale computer espi-
onage campaign right outside of Unit 61398’s gates, performing tasks simi-
lar to Unit 61398’s known mission or APT1 is Unit 61398.” Without ques-
tioning the research underlying the report or the specific attribution in this
case, this approach to ACH appears superficial at best. Moreover, if there
is any domain in which strategic deceptions approaching this depth might
be possible, it is the cyber domain.
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3 Research questions and methodology

3.1 Research questions

My review of the literature provides grounds for believing that there may be
parallels between some aspects of commercial CTI and activities tradition-
ally viewed as falling within the remit of state counterintelligence. More-
over, the literature suggests a tension between the way CTI is conceived
of by former intelligence analysts and people with a technical background.
My first two research questions are intended to explore these points. My
third question seeks to close the circle between a theoretical observation
– the similarity between CTI and counterintelligence – and the practical
implications of that observation for people working in this field of practice.
Below I set out the three questions, broken down into the sub-questions
that informed my research.

1. Do CTI practitioners’ public statements about their activities reflect
the intelligence aspects of their work?

(a) Do CTI practitioners describe their work as ‘intelligence’?

(b) Do they draw parallels between their work and state intelligence
activity?

(c) Do they emphasize analytic tradecraft and the importance of
estimative language in report writing?

2. Do these statements engage with the implications of the counterintel-
ligence aspects of their work and the related possibility of deception?

(a) Do CTI practitioners describe their work as ‘counterintelligence’?

(b) Do they talk about producing intelligence on nation-state intel-
ligence services?

(c) Do they talk about the possibility of deception?

(d) Do they talk about their work as engaging in competition with
a human adversary?

3. Are there lessons that can be drawn from the open-source literature
on counterintelligence and deception that could be of value to CTI
practitioners?

(a) Are there ways to map the problems articulated by CTI practi-
tioners onto problems faced by counterintelligence practitioners?

(b) Similarly, are there ways to map these problems on counterde-
ception practice?

3.2 Research method

The preceding sections set out some of the tensions around the way CTI
is defined and understood. To better understand the industry, I conducted
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research into one of the premier conferences focused on CTI and related dis-
ciplines. This research was conducted between April and June 2020, during
the period when the United Kingdom was in various stages of lockdown.

As noted above, the SANS Institute describes itself as a “cooperative re-
search and education organization” and “the most trusted and, by far, the
largest provider of cyber security training and certification to professionals
at governments and commercial institutions world-wide.” (SANS Institute
2020a) SANS organises conferences, which it terms Summits. Since 2014
these have included an annual summit on cyber threat intelligence. The
SANS website includes an archive of past summits (SANS Institute 2020c).
These summits are intended to build a sense of community and are con-
nected to training courses offered by SANS; they can fairly be said to
represent the commercial CTI industry in conversation with itself about its
identity, values, and aspirations.

Within the Archive the summits are broken down into six categories:
ICS (Industrial Control Systems), DFIR (Digital Forensics and Incident
Response), Cyber Defense, Security Awareness, Pen-Testing, and Software
Security. The SANS cyber threat intelligence summits fall within the DFIR
category on the Summit Archive website. The summit presentations are
organised by year and summit theme. For example, at the time of writ-
ing the most recent summit in the archive was the ‘ICS Security Summit
Training 2020’, held in March 2020.

I extracted a list of presentations from the SANS website Summit
Archive and used this list to search YouTube for videos of the presen-
tations. In the course of searching for videos of these presentations on
Youtube I found four videos of presentations that did not appear on the
SANS website archive of presentations. I added these to my dataset, noting
that they were not in the original listing, and confirming that the session
took place at the listed summit by checking the relevant summit program
guide (available in the archive). In one case a YouTube video captured two
presentations, but only listed the first on the video description meaning
that the existence of a recording of the second presentation would not be
obvious to someone searching on the site.

In total I watched 67 videos, with a combined length of 35 hours, 13
minutes, and 50 seconds. In the findings in the following section I have
cited the videos in the footnotes. The appendix to this work provides
further details on each of the videos. For each video I took extensive notes,
including direct quotations of spoken text with timestamps. I also took
screenshots of the videos. As discussed in more detail in the following
section, I also paid close attention to what the presenters did not say.

These illustrated notes ran to 193 pages in a Word document, with
a total of approximately 24,700 words. Although my observations were
not intended to provide a comprehensive documentation of the presen-
tations shown in the video, they nonetheless capture details from these
non-traditional sources and bring these into the academic literature.
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I then worked through these notes identifying recurring themes in the
material. I identified five broad themes and a number of sub-themes:

1. Intelligence analysis

2. Technical challenges

3. State intelligence activity

4. Counterintelligence/deception

5. Presentation styles

The process of coding my observations using these categories itself chal-
lenged and sharpened my view of the dynamics in play in the presentations.
As such, the findings in the section below do not map directly on to the
categories used in the coding of my notes. For example, in my coding of
the data I did not distinguish between references to intelligence history and
references to the historical use of analytical techniques by state intelligence
services. In writing up my findings it became clear that it was easier to
examine these two ideas separately.

Lastly, in the findings that follow I will reference the individual YouTube
videos numerically, starting with the earliest available video. This number
refers to the entry for the video in the Appendix, where the title, URL and
other details can be found. This referencing system is distinct from the
general references in this report, serving to distinguish my wider reading
from the structured research into the YouTube videos of SANS Summit
presentations.

3.3 Research methodology

Ehrman (2009) cites a definition of counterintelligence from Thomas Pow-
ers:

“Counterintelligence is to intelligence as epistemology is to phi-
losophy. Both go back to the fundamental question of how we
know things, both challenge what we are inclined to take most
for granted.”

Cyber threat intelligence and counterintelligence are both unusual activ-
ities that are open to misinterpretation. Accordingly, I have where possible
throughout this work sort to be guided by the accounts of practitioners.
However, given the importance of denial and deception to counterintelli-
gence, it seems naive to take everything written on this subject at face
value. As Powers’ definition suggests, we need to challenge underlying as-
sumptions. Similarly, I have adopted from Andrew (1998) the notion of the
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‘missing dimension’. As such, I sought to interrogate the absences in the
presentations as much as the words that the speakers chose to use.

The SANS Summit videos showed practitioners talking about their work
to other members of their community; they were talking about CTI as they
saw it, or as they would like it to become. My interpretation based on those
videos is that some aspects of the work of the CTI industry closely parallel
aspects of counterintelligence, but with one notable exception (Lee [21])
the presenters did not draw this connection.

If a community of practice does not make use of a particular term to
describe some of its activities, why argue for the use of the term? The ad-
monition in Ehrman (2009) about the value of theory to intelligence prac-
titioners is likely to apply equally well to CTI practitioners; “Intelligence
officers generally are practical people, concerned with achieving concrete re-
sults for their customers. They usually are uninterested in theories which,
in their view, do not offer immediate help with their work.”

Dourish (2016) considers the implications of terminology in the interac-
tions between practitioner communities and outside observers. Discussing
attempts to define the term ‘algorithm’, he observes that “critiques of algo-
rithmic reasoning that set their own terms of reference for key terminology
are unlikely to hit home”. Dourish is arguing that academic definitions of
technical terms of art originating within a practitioner community should
reflect that community’s understanding if they are to have force. However,
this is (at least) a two-way street. If a community of practice adopts its
own terminology for activities that are recognisably defined in other fields
then the choice of terminology adopted is at least open for discussion.

Certainly to those foreign intelligence services whose activities are ex-
posed by CTI firms, the distinction between commercial CTI and state
counterintelligence activity may not always be apparent. Guerrero-Saade
(2015) is blunt in his assessment of the implications of a commercial CTI
firm releasing a public report detailing the cyber activity of a state in-
telligence service, calling it “an act of aggression mounted by the private
firms against the perpetrating [intelligence agencies].” Moreover, the ar-
gument that foreign services will not regard private sector CTI as ‘real’
counterintelligence is unconvincing; as Jervis (1982) has argued, we tend
to overestimate our adversaries’ awareness of fine-grained distinctions that
are clear to us. Work (2020a) argues that the commercial imperatives be-
hind public CTI reporting will not always be transparent to their targets,
who might see the release of a report as “a form of clandestine signaling
in relation to a crisis or controversy”, particularly if the company counts
among its staff employees with state intelligence backgrounds. Moreover,
the implications of the argument that adversary intelligence services view
CTI companies as comparatively easy counterintelligence targets are far
from reassuring given the importance attached to the public reporting of
CTI companies (Stevens 2020).

I am an outside researcher who has never worked in CTI or in counterin-
telligence. It is possible that there are subtleties to both that I am not aware
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of that render the comparison inaccurate. However, if the comparison is in
some respects valid, then the question becomes why the term appears to
be avoided. For all of these reasons, I feel justified in adopting an etic view
of the SANS Summits presentations; viewing the statements of the practi-
tioners at the SANS Summits through the lens of traditional conceptions
of state counterintelligence activities as outlined by practitioners in that
field. Given the overlap between the activities that the CTI practitioners
described ‘emically’ as CTI and traditional conceptions of counterintelli-
gence, the virtual absence of the term ‘counterintelligence’ seemed to me
so stark as to demand examination.
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4 Talking about intelligence

The SANS Summit videos make clear that the industry is aware of its
connection to state intelligence activity. Presenters emphasised their past
experience in military or civilian intelligence services, encouraged partici-
pants to adopt the use of intelligence methodologies based on their use by
those services, and used the history of intelligence as a source of examples
of good and bad practice for CTI analysis.

4.1 References to intelligence history

In 30% of the videos, the presenters explicitly referenced events from the
history of intelligence or emphasised the military and government pedigree
of intelligence methodologies as a reason to adopt those methodologies. In-
deed, the theme of the January 2017 CTI Summit was learning the lessons
of traditional intelligence analysis tradecraft. Observing “our old school
tradecraft theme of the summit this year”, Holland’s presentation [58] ex-
amined multiple aspects of the intelligence history of the Second World
War, including British and American special operations, cryptography at
Bletchley Park, and the role of deception and intelligence failures in the
German invasion of Russia. Lee’s presentation at that Summit [12] con-
tinued the thematic focus, with Lee observing “I was told we have to use
World War Two-era pictures.”

This focus on Second World War intelligence was not limited to the
January 2017 summit. Holland similarly drew on his interest in military
and intelligence history in other presentations [2, 25]. Cuddyer [1] used the
Second World War as an example “because this is when traditional intelli-
gence really formalised their tradecraft, and when most of the intelligence
disciplines came into being in the form that they are today.” She referenced
classic examples of deception, such as the use of decoys in Allied strategic
deceptions in the Second World War, as well as Operation Mincemeat.

The Second World War was not the sole source of examples. A pre-
sentation by Robert Dartnall [13] was featured ‘The briefest history of
intelligence you will ever see’, with a slide showing examples from across
history. Lee advised [8] summit participants to read up on their intelli-
gence history, citing example such as the Vietnam War and the second
Sino-Japanese war. One presentation, by academic Thomas Rid [32], pro-
vided a historical summary of a disinformation operation orchestrated by
the Soviet KGB in the 1960s, suggesting that the conference organisers saw
this as a useful example for CTI analysts. Using a more recent example
of state espionage activity, Paredes [17] referenced the arrest in Moscow
in 2013 of Ryan Fogle, a US diplomat accused by Russia of being a CIA
officer.

Nonetheless, the focus of the examples was on the Second World War,
a conflict that was generally viewed as just and one in which Allied in-
telligence played a high-profile role. Discussion of more contemporary –
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and relevant – examples from intelligence history, such as the intelligence
failings over weapons of mass destruction in Iraq were far less commonly
referenced (Medina [26] was an exception). Instead the focus was on well-
trodden examples such as the successes of Allied deception ahead of the
Normandy landings or the breaking of the Enigma machine. With the no-
table exception of Rid’s presentation [32], none of the presentations engaged
in a in-depth or critical examination of the historical examples considered.
On one level this is hardly surprising for short presentations at an industry
conference. However, combined with the focus on intelligence success sto-
ries from the Second World War, this suggests that the historical examples
were being used primarily to glamourise the work of the CTI industry by
association.

4.2 The short history of commercial CTI

The presenters’ focus on drawing parallels with positive incidents from in-
telligence history contrasted with their repeated characterisation of CTI as
a young industry. In approximately 15% of the videos observed, the presen-
ters discussed the relative immaturity of the CTI industry. These comments
usually appealed to a shared history of progress within the community over
a relatively short period of time, while arguing that the industry still had
work to do.

A presentation by Holland from 2015 had the title ‘State of cyber threat
intelligence analysis’ [2] and aimed to provide a retrospective on the indus-
try’s development to that point. At the same summit, Stillions [3] noted
that ‘intelligence’ was something that “those of you in the Defense Indus-
trial Base . . . [have] had for years” but that in the private sector “its also
very young and . . . immature . . . We’re still trying to feel it out . . . what
does it mean to be a service provider in this space.” Speaking in 2016,
Tarala [9] said that 6-7 years ago “we didn’t even admit to each other that
we had breaches” (2009-10) and 8-9 years ago “we didn’t even talk about
this stuff” (2007-08).

Roberts [20] referenced the short history of ‘cyber threat intelligence’
as a term in 2018, saying “I used to work at Symantec and I was part
of what we called ‘global threat operations’ before there even was a CTI
thing.” This underscores that the emergence of CTI as an industry came
after the emergence of some aspects of network security. Or in other words,
Symantec was providing information about threats to computer networks
long before the SANS summits started explicitly connecting this work to
the practice of Allied deception operations in the Second World War.

In 2017, Holland [16] said, “if we look back over the past five years
of this summit [2012] and a little big longer. . . [that] we’ve been doing
the commercial private sector intelligence, I think this is a good place to
sum us up . . . We have come a long way let’s say in the past five years
of this particular event but there is so much further that we need to go”.
Guerrero-Saade’s presentation in 2019 [45] considered the evolution of the

24



industry. “I think it’s really hard for us to keep perspective in threat
intelligence because so much happens so quickly. . . but the truth is that
the threat intel industry in the private sector has only really been going
on for something like eight years. . . .” Guerrero-Saade’s timeline would
put the start of the industry around 2011, a year after the first reports
on Stuxnet. As he noted, “That’s not a very long time for an industry,
especially an industry that’s a sub-section of computer science.”

The SANS Summit archive website (SANS Institute 2020c) provides
further insights into the evolution of ‘CTI’ as a term. The first SANS Sum-
mit with the term ‘Cyber Threat Intelligence’ in the title was held in March
2013 and the first summit in the annual series on CTI was held in 2014.
However, recognisably ‘CTI’-like material appeared at earlier conferences.
The July 2010 ‘What Works in Forensics and Incident Response’ Summit
included a presentation on ‘Intelligence-Driven Response’ by Michael Clop-
pert – one of the authors of the ‘Kill Chain’ paper (Hutchins, Cloppert,
and Amin 2011). This marked the first use of the term ‘intelligence’ in that
context (the word ‘intelligence’ appears earlier, but not in the sense I am
concerned with e.g. an earlier April 2010 DFIR Summit includes a pre-
sentation with the term ‘artificial intelligence’ in the title). The archived
talks for the July 2010 Summit include seven with the term APT or Ad-
vanced Persistent Threat in the title, the first time that term appears in
a presentation title in the archive (the term APT is used within the 2008
Mandiant presentation, but does not appear in the title). A presentation at
the SANS ‘WhatWorks Summit in Forensics, and Incident Reponse’, held
in October 2008, was called ‘Slaying the Red Dragon: Remediating the
China Cyber Threat’ and delivered by Ken Bradley and Wendi Rafferty,
two researchers from Mandiant with backgrounds in the AFOSI (Bradley
and Rafferty 2008). The slides of that presentation include the claim that
Mandiant employees had previously “investigated the Advanced Persistent
Threat in Federal and Commercial enterprise networks for over eight years”
(2000 or earlier).

The presenters’ comments and the SANS summit archive suggest a gen-
eral agreement around the earliest emergence of public discussion of CTI
practice in the private sector around 2008, albeit not under that name,
picking up pace in 2010 and 2011 with the Stuxnet reporting and greater
public use of the term ‘Advanced Persistent Threat’, and consolidating in
2013 with the APT1 report. By 2015 – the earliest videos of presentations
on YouTube – Holland [2] was already reflecting on the CTI industry’s
history.

4.3 References to state intelligence backgrounds

In 45% of the videos, either the Summit presenters emphasized their back-
grounds in military or civilian intelligence agencies, or the discussion of the
role of people with such backgrounds in the industry was a focal point.
In some videos, presenters with backgrounds in state intelligence did not
refer to this fact. This may be because it was included in the organisers’
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introduction of their talk (these are not captured in most of the videos) or
simply because they did not choose to highlight this aspect of their biog-
raphy. This analysis was not intended to capture all of the presenters with
backgrounds in state intelligence. Rather, I was interested in who talked
about their background during their presentation, and in what way.

The description of past intelligence activity is usually made when the
speaker is introducing themselves. Although this could be viewed as a
natural element of such an introduction, the emphasis placed on this pro-
fessional experience by the speakers suggests that it is seen as evidence
of credibility within the community. For example, Cuddyer [1] introduced
herself by saying “My name is Ruth Cuddyer, I’m a traditional intelligence
analyst”, with the emphasis audibly on ‘traditional’.

MacArthur did not refer to a military or government background in the
introduction to his presentation [66]. However, at the end of his presen-
tation he said, “I do. . . public and private sector work...” Some presen-
ters referred to a background in state intelligence without specifying an
agency. Evenden [40] described himself as an “offensive intelligence oper-
ator”. Walker Johnson [34] said that he previously did forensic work for
law enforcement; his presentation was largely about the challenge of finding
public sources to corroborate analysis he had conducted while working in
more secretive roles.

At times, presenters appealed to a shared sense of professional pride and
identity. Rea [23] observed that “we’re all mostly intelligence professionals
in here. . . the intelligence cycle is our bread and butter. . . . But in order
to give us as a discipline more credibility, we need to do what we say, do
what we preach, and live and embody the intelligence tradecraft that we all
know and love.” Amy Bejtlich [49] argued that “what we do [as intelligence
analysts] is too important for us not to have standards.”

In some cases, the absence of military or government experience in a
presenter’s background was itself a cause for comment. In her presenta-
tions [52], Chauvin said “For those of you who are like me. . . I don’t have
any experience in the Department of Defense.” Richard Bejtlich [7] dis-
cussed CTI as part of a wider “revolution in private sector intelligence”.
One aspect of this, Bejtlich said, was that people with state intelligence
backgrounds were training new analysts who had only ever worked in the
private sector “we’re starting this whole new industry. . . completely within
the private sector.” Similarly, Mullen and Smart [55] – who both formerly
served in the Australian Signals Directorate, the country’s signals intelli-
gence agency – talked about the challenge of training new analysts who did
not have backgrounds in state intelligence.

However, this does not mean that a background in state intelligence
was seen as uniformly positive, or straightforwardly as a sign of credibility.
McElroy [35] highlighted an interesting consequence of having a background
in state intelligence. He observed that there was information available
online that “Some of us in the room can’t actually go [and look at].” In the
context of his comments, it is likely that McElroy was referring to classified
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CIA and NSA material leaked online that included details of the alleged
technical capabilities of those agencies. A person with a current or former
security clearance might not be able to read such material given concerns
about improperly accessing still classified (albeit widely publicly available)
material.

Similarly, Holland [2] observed that “There is a mystique around a
clearance. . . ” and that “people are leaving the IC left and right.” Holland
argued that a state intelligence background was so common in the industry
that it was no longer sufficient to establish credibility. He imagined a
conversation between a potential employee and a recruiter: “‘I’m at NSA.’
‘Yeah but what did you do at NSA?’ You know, there’s different roles. . .
There’s different levels of credibility there.”

The presentation that most directly engaged with the backgrounds of
people in the CTI industry was by Maxwell and Roberts [4]. Maxwell
began by asking the audience whether they identified as coming from an
“intel-type of background” versus “infosec or incident response or Unix
neckbeard background”. The result, as the speakers reported it during
the presentation, was evenly split, if “a little intel heavy”. Maxwell de-
scribed himself as a “sysadmin who got pulled into responding to incidents
who now suddenly finds myself doing threat intel.” Maxwell’s co-presenter,
Scott Roberts, stated that he was “super jealous” of people with an IC
background and that he wanted to be a spy when he was growing up; “So
when this whole threat intelligence thing became a big deal I thought ‘oh
good, it’s my chance to be a computer nerd and a spy at the same time.”
Later, Maxwell states that Roberts thinks of himself as “James Bond in a
hoodie.”

Roberts’ comments, like Chauvin’s [52], suggest that the perceived cred-
ibility stemming from an intelligence background carries weight within the
CTI community. Similarly, as noted above, the Summits are notable for a
focus on a positive interpretation of the achievements of Allied intelligence
in the Second World War. Both interpretations are surprising in light of
the traditional strand of anti-authority sentiment bound up in the popular
imagination of the hacker (Shires 2019). However, the environment at the
SANS Summits is notably informal and certainly not military, suggesting
that both sides have reached across the aisle. One aspect that may have
helped this is a shared love of acronyms and other jargon common to tech-
nical communities and government bureaucracies (notwithstanding some of
the critiques outlined in the following section). Similarly, the SANS Sum-
mits were notable for the repeated use of comical memes, to an extent that
seemed surprising for some of the presenters from intelligence roles. Jones
[44] who described herself as having a government background, observed
that, “I’ve been to a lot of InfoSec talks and I learned one thing from them,
and its important to bring cat memes.”
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4.4 State intelligence as a model

Presenters regularly argued for the use of conventional intelligence method-
ologies by appeal to their current or historical use by militaries and govern-
ments. Dartnall [13] asked the audience why the cyber threat intelligence
industry was trying to ‘reinvent the wheel’ on intelligence analysis; “We’ve
been using these methodologies and these analytical techniques [in intel-
ligence and military intelligence agencies] and they work mostly. . . so we
need to try and stick with them”. Tarala [9] argued that “What we’re doing
and what we’re working on is not necessarily new.” When we forget that,
he claimed, “we have to go back and relearn the lessons that other people
have gone through.”

Amy Bejtlich [49] titled her presentation ‘Analytic tradecraft in the real
world’, where ‘real world’ referred to her career as an intelligence analyst
for the US government and military. This urge to adopt methodologies
used by the military and intelligence agencies extended to specific models
and frameworks. For example, Slowik [46] considered the application of an
Indicators and Warning (I&W) framework from military intelligence to the
cyber field, arguing that this would satisfy a “glaring need in how we’re
tailoring intelligence operations to the actual practice of network defence.”

Multiple presentations [4, 54, 64] emphasized the military provenance
of the Find, Fix, Finish, Exploit, Analyse, Disseminate (F3EAD) model
– essentially a militarised version of the inteligence cycle – as a reason
for adopting the model. Abdalhalim [64] presented ‘F2T2EA’ (a variation
on the theme) as “the original kill chain” – a reference to the Lockheed
Martin Kill Chain widely used by cyber security and CTI practitioners
– highlighting its provenance as a “Military model to plan and execute
targeting”. Roberts [4] presented F3EAD as the answer to the question:
“how do you combine security operations, the DFIR [digital forensics and
incident recovery] stuff Kyle [Maxwell] and I come from, and intelligence?”

Not all the invocations of military or government provenance were un-
critical. For example, Slowik [46] noted that his proposed I&W approach
might be “too military-centric”. In response to a question in [2], Holland
said “I struggle with too much [Intelligence Community] IC talk.” Roberts
[4] said “I don’t want to get overly military” when introducing F3EAD.
His co-presenter, Maxwell, stated that the term was “too milspeak for me;
I’m a neckbeard”. However, these examples of stated caveats were in the
minority compared to a broader emphasis on not ‘reinventing the wheel’.

Commonly referenced models for supporting CTI analysis included the
Lockheed Martin Kill Chain, the Diamond Model, the Pyramid of Pain,
and the MITRE ATT&CK framework. These were all developed specifi-
cally for analysing cyber security threats. More interesting was that the
examples of intelligence community analytic tradecraft advocated by these
presenters all tended to focus on the same few well known examples from
the 20th century, such as the Analysis of Competing Hypotheses developed
by Richards Heuer. There was far less emphasis on more current tech-
niques based on Bayesian analysis, for example. Similarly, Work (2020a)
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notes that one presentation at a SANS Summit (not one of the presenta-
tions that I watched) urged CTI practitioners to make use of a system for
evaluating the credibility of sources that was “now commonly deprecated
in national intelligence practice”.

More broadly, the history of intelligence in the 21st century suggests
that even the most optimistic intelligence practitioner would admit that
there is room for improvement in the processes and outputs of state intel-
ligence work. Examples such as the 11 September 2001 attacks, the Arab
Spring, and the Russian annexation of Crimea highlight the enduring chal-
lenge of providing strategic warning. Sigholm and Bang (2013) observe
that “[w]hen it comes to addressing cyber espionage, a relevant question
to ask is if the methodology, processes, and organization prevalent within
the intelligence community are suitable for the task.” This point was not
addressed in the SANS Summit presentations, where instead the focus was
on uncritically replicating techniques used – and in some cases no longer
used – in government agencies.
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5 Not talking about counterintelligence

The SANS Summit videos depict an industry that has a complicated re-
lationship to state intelligence, but which at the very least acknowledges
a connection between CTI and ‘intelligence’. In contrast, the term ‘coun-
terintelligence’ was notable by its virtual absence. This was the case even
as many of the presentations examined the industry’s work tracking state
intelligence activity, considered the possibility of deception, or highlighted
the risks of the adversary reacting to the CTI analyst’s work.

5.1 Explicit references to CTI as counterintelligence

Among the presentations I watched, only Lee explicitly drew the connection
between the work of the CTI industry and the term ‘counterintelligence’.
In one of the earlier presentations in the set [21], he told the audience that
“what you’re doing by its very nature is counterintelligence. Some foreign
adversary [or military] is doing an intelligence action against you. . . You’re
identifying it, patterning it, and trying to stop it.” Lee is a central figure at
the SANS Summits (Lee 2020); he is a SANS instructor, the lead author of
the SANS course on CTI, and an influential personality in the industry. His
presentations consistently emphasise the importance of intelligence analysis
in CTI. Moreover, as noted above, he previously worked at NSA in a variety
of defensive and offensive cyber roles (in presentation [12] he states that “I
was somebody’s APT”). Lee’s description of CTI as “by its very nature”
counterintelligence is therefore as significant as it is rare.

The term ‘counterintelligence’ was used by another former member of
the US intelligence community, Amy Bejtlich. She defined it in a later
presentation [49] as “trying to frustrate somebody else’s intelligence op-
eration” – a view somewhere between the second and third levels of the
pyramid model presented in my literature review. However, Bejtlich mod-
ified the definition of counterintelligence “for the purpose of this presenta-
tion”, defining it more narrowly as “identifying adversary deception.” In
the terms set out by Stech and Heckman (2015), this activity would be
counterdeception, not counterintelligence; a distinction that someone with
Bejtlich’s background could be expected to recognise. Bejtlich’s apparent
need to define away counterintelligence in her talk is significant given the
absence of the term in virtually all other presentations, and may suggest the
existence of ‘house rules’ against using the term, although further research
would be needed to confirm or deny this hypothesis.

5.2 CTI as tracking state actors

Many of the presenters and participants talked about the role of commercial
CTI organisations in tracking state intelligence threat actors. Rid [32] told
his audience, “Some of you I’m sure will have done work on operations that
later turned out to be some sort of intelligence operation. State sponsored
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or private.” The description of Maxwell and Roberts’ [4] presentation on
YouTube – which appears to be self-authored and was probably the blurb
they provided to the conference organisers – notes that they “intend to
demystify. . . [threat intelligence] a bit and show how hackers can uncover
international conspiracies and cyber spy rings from the comfort of their
own caffeine delivery systems & electronic display pods.”

Presenters repeatedly discussed the challenges involved in producing
intelligence on state threat actors compared to criminal groups. Roberts [4]
noted that on the “espionage side of things. . . tracking actors specifically
can get a little bit more complicated simply because they tend to have a
little bit better Opsec.” Herrald and Kovar [18] pointed out that a black
list of TLS/SSL certificaties was “almost all [related to] crimeware” and
that this was a problem because “[a] lot of you don’t care about crimeware,
you’re dealing with nation states.” Quinn [27] talked about monitoring
discussions on underground forums as a source of intelligence. He said
“this is primarily going to be done via the cyber-criminal underground
of financially motivated actors because in all honesty there isn’t a huge
amount of underground activity surrounding cyber espionage.”

In the most obvious example, Mesick and Moran’s presentation [59] was
a detailed analysis of a case involving the Jiangsu State Security Depart-
ment (JSSD), a provincial department of the Ministry of State Security
(MSS), China’s foreign intelligence service. As Mesick and Moran noted in
their presentation, they were only able to discuss the details because of the
US government’s indictment of multiple Chinese nationals involved in the
case, including MSS case officers (for example Ashdown 2019). Mesick and
Moran also discussed the challenge of tackling a state intelligence threat
actor: “good old spy techniques of insider threat and engaging people inside
the company were still very valuable assets [for the threat actor].” More
broadly, they noted that “this was a five-year operation. . . that’s an in-
credible amount of time and resources and overhead. . . They [the threat
actor] had a very, very strategic long-term goal.”5 From these and the ex-
amples above, it is abundantly clear that the CTI industry is aware that
some aspects of its work are aimed at producing intelligence about – and
ultimately countering – state intelligence services and their activities.

5.3 Discussion of deception

Deception was a recurring theme in the presentations, both as a tool for
CTI analysts and as a challenge to their work. Several of the presentations
considered the use of honeypots and related techniques for intelligence col-
lection. Maxwell and Roberts [4] discussed the use of high and low inter-
action honeypots for threat intelligence collection. Johnson [42] advocated
using credit card numbers as honey tokens, noting that “it’s a very high
signal-to-noise ration. . . Those are the kinds of things you can start to de-

5This comment underlines the different perspectives of state intelligence services; for
Chinese or Russian intelligence services a multi-year operation of this kind would very
likely not be viewed as an incredible amount of time or resources.
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ploy without a lot of effort, without a lot of cost.” Herrald and Kovar [14]
talked about ‘honey’ techniques such as “decoy docs” and “fake users, fake
passwords”. However, in the case of ‘decoy documents’ they noted that “its
hard to actually find people who’ve done it successfully.” In a presentation
at a later summit, Roberts [20] said “I’m actually surprised, we haven’t
had a whole lot of honeypot discussion this CTI Summit. It was kind of
the big thing for a little bit.”

Separately, presenters talked about the challenge that deception posed
to good analysis. Here presenters emphasised the importance of analyst
training as a way of defeating deception. Amy Bejtlich, in her presentation
drawing on CIA guidance for analytic tradecraft [49], warned that “when
you are researching a threat actor, understand that deception is part of it,
and it’s very likely that what you see might not be the truth.” Earlier in
the presentation, Bejtlich argued that: “As a rule, the greater the degree of
uncertainty around an issue. . . the greater the need for sound and precise
critical thinking.”

Nickels [51] described adversary deception techniques as a reason to em-
phasise training in intelligence analysis. “Masquerading is a really interest-
ing technique, that would be something like an adversary naming a registry
run key ‘Adobe Updater’. . . they’re kind of trying to trick the analyst into
thinking it’s something it’s not. One thing I always say with masquerad-
ing is a lot of it’s about education of your analysts. We talk about our
biases, I’m automatically going to think Adobe updater is benign, that’s
good.” Cuddyer [1], when discussing the possibility of deception, observed
that “[t]raditional intelligence is aware of these blindspots. . . the way to
deal with these blindspots within traditional tradecraft is to use multiple
intelligence sources.”

Tokazowski’s presentation [11] also considered the possibility of adver-
sary deception. He examined some ways in which malware designers had
attempted to deceive reverse engineers, describing the number of decep-
tive artefacts in the code for the Mirai malware: “the more we started
looking at it, the more red herrings that were in the malware. . . Little
things that didn’t really make sense.” In the video, Tokazwoski appears
to imply that the detailed analysis of individual artefacts in the malware
could even distract from the obviously false and deceptive appearance of
the code. To illustrate this dynamic, one of his slides featured a variant
of a meme showing a shark-riding velociraptor carrying a rocket-propelled
grenade launcher.6 The point of the image is that it is so obviously false
that an attempt to prove this with detailed forensic analysis would be re-
dundant.

Finally, Rid, in his presentation on the history of disinformation [32],
talked at length about detecting deceptive information. “We have the il-
lusion today because of our media environment that the line between fake
and real can be drawn quite easily . . . I think . . . especially people with
some forensic training, we think we can very clearly draw the line between

6A variant of the meme can be found at https://i.pinimg.com/originals/dc/07/
1e/dc071e7fa464a91cd2c517e024ea7c37.png
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where is actually factual and correct and what is not, but I think this ex-
ample shows that in practice, by design – and this is kind of difficult to
get to terms with intellectually – by design these operations are blurring
the line between fake and true . . . They blur the line because they create
behaviour . . . that would not happen otherwise.”

The difference in emphasis between Amy Bejtlich and Tokazowski’s at-
titudes towards deception in their summit presentations is noteworthy. For
Bejtlich, the possibility of deception is an argument for strengthened an-
alytic tradecraft. In Tokazowski’s presentation, the implication is that
deception can be unravelled by technical analysis, and in some cases will
be self-evident. It is possible this reflects the difference between technical
analysis of the sort Tokazowski was discussing, and the strategic-level anal-
ysis that was Bejtlich’s focus. However, as noted in my literature review,
the type of technical analysis Tokazowski is focused on can only go so far in
unravelling deception. The belief that some deceptions can be detected eas-
ily (like the velociraptor) could make the analyst vulnerable to deceptions
that exploited this preconception. Nonetheless, the fact that deception
was being considered at all in the presentations is itself an argument for
the similarity between some aspects of CTI and counterintelligence.

5.4 Adversary awareness of public reporting

Presenters evinced an awareness of the possibility that public reporting on
threat actors could benefit those threat actors and harm the CTI industry.
Slowik [46] cited an example of an indicator losing its value because it was
made public. He imagined a CTI analyst talking to a network defender,
saying: “here’s a domain name, and by the way, the registration information
on this matches the same tendencies that we’ve seen in [APT]28 for the last
three years of whatever.” Slowik then stepped out of the dialogue, saying
“They [APT28] don’t do that anymore because that got burned publicly,
but that was a valid way of identifying newly registered infrastructure.”
Lee [12] referred to the “intelligence gain/loss” questions: “How far are we
going to let this intrusion go and learn from it?”

Slowik argued that “this is where traditional intelligence comes into
play; how do these adversaries operate, and what do I look for beyond
just identifying those atomic pieces of information.” Roberts [20] argued
that the CTI industry was “blessed and cursed with an interesting set of
problems, where there is an intelligence adversary on the other side who
is trying to be where we’re not, who is trying to do the thing we haven’t
thought of. . . the adversaries are learning and we teach them every time
we respond to them.”

Tokazowski [11] talked about the impact of publishing research. “If
we call them [attackers] out, if we say that they’re trying to do something,
they’re going to go back and change. . . as researchers, a lot of the stuff that
we post out there, attackers are looking at.” He described a cat-and-mouse
game between malware developers and security researchers that would be
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familiar to a counterintelligence practitioner. “We would try and burn a
certain aspect but not another aspect of it. . . the interesting piece with
doing that is that you are now starting to understand the psychology and
how your attacker interacts with you as a person. . . You always have to
think one step ahead of your [threat] actors.” MacArthur [66] talked about
his “threat intelligence background” meaning that “I don’t like to share a
lot of stuff.” He observed that if you “put it out on Twitter, bad guys can
read too.”7

Some of the presenters made clear that they were aware of the conse-
quences of their research. Sherrie Caltagirone’s presentation [56] described
her work on intelligence-led disruption of human trafficking, which was pre-
sented as an instructive example of another use of intelligence analysis. She
urged the audience, when “planning any sort of disruption campaign, or
looking through any investigation, [to] think about the cost of doing it.
Not only in giving up that piece of information. . . it usually does have an
opportunity cost at least and, in some cases, it might actually come at the
cost of human life.”

However, others adapted a more flippant attitude that raised questions
over the seriousness with which they were engaging with the consequences of
their work. Bromiley [50] acknowledged the possibility that the criminals he
was tracking could be monitoring the work being done by himself and other
researchers in an open Slack channel, but appeared unconcerned, saying: “I
hope to God. . . [the criminals we are tracking] are in the [Slack] channels.
I really do. Because the faster I see you run, the faster I start catching
up and then, eventually, I get ahead of you.” At this distance it is hard to
judge how seriously to take Bromiley’s bravado, in this case directed at non-
state actors. However, a similar attitude towards a nation-state competitor
would raise questions about the threat calculus of an analyst working in the
commercial space, similar to the ones outlined by Guerrero-Saade (2015).

Bejtlich [7] was one of the few presenters to draw out the implications of
the interaction between open-source analysts and nation-state adversaries.
He pointed to risks to the safety of analysts working on some threat actors,
saying “we might have to watch ourselves.” An audience member asked
Bejtlich: “Do you think there is going to be a counterintelligence surge
towards screwing with people doing open-source intelligence in the near fu-
ture?” Bejtlich responded that “this is an iterative process between offence
and defence” but agreed that “determined adversaries are going to figure
out counters.” Bejtlich’s warning points to the risk that commercial CTI or-
ganisations conducting counterintelligence activities directed at adversary
intelligence services will find themselves targeted by the same activity from
those services.

7While MacArthur’s comments show that he is aware of these risks, the fact that
he is presenting this as his personal view suggests a lack of broader awareness and
training within the community over the risks associated with public disclosures. Again,
the impression is of an industry haphazardly recreating the tradecraft and operational
security measures adopted by intelligence services.
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5.5 Questioning the value of public reporting

As noted, the presenters expressed a range of attitudes towards the prospect
of adversaries reading their Slack channels or changing their tactics in re-
sponse to CTI analysts revealing indicators of compromise. In contrast to
these varying attitudes, there was a broad consensus among the presen-
ters that much CTI reporting intended for the public and the media was
unhelpful.

Sergio Caltagirone [10] was blunt about public CTI reports: “Our re-
porting [at Microsoft] is not available publicly, and there’s a good reason
for that: because we honestly don’t believe that peer intel reporting is of
any value, broadly speaking.” One reading of this argument is that it refers
to the view – widely articulated at the SANS Summits – that the best
source of information for threat intelligence was data logged on an organi-
sation’s own networks. However, Caltagirone’s statements suggest that he
was also questioning the value of public CTI reporting more generally. He
described how Microsoft maintained intelligence reports but that these were
only provided to affected customers as needed. The reports, he explained,
were “not [publicly available] for you [other CTI analysts] to read and put
into PowerPoint for your CEOs.”

Guerrero-Saade’s presentation [45] focused on what he saw as the prob-
lem of “hit-and-run research” in the CTI industry. He argued that “essen-
tially the incentives are kind of problematic when it comes to the type of
research that we’re publishing . . . if the research value is PR value then
essentially tracking something old, something that is already known about
. . . it’s no longer worth anything.” Guerrero-Saade noted that “there are
some cases where very competent research was done and it burned the tool-
ing to such an extent that that actor just sort of dropped off the face of the
earth. . . but in most cases what ends up happening isn’t that the actor
becomes less active after publication, it’s just that all the researchers have
moved on.”

While Guerrero-Saade’s comments were effectively an appeal for a bet-
ter quality of public CTI reporting, Lee [21] appeared to argue in the other
direction. For example, Lee said that his company did not regularly pro-
vide public comment on cases, saying “It doesn’t need to be in the New
York Times because that’s never helpful to anybody.” Lee also criticised
analysts who had sought to uncover the identity of companies and states
that had been anonymised in public reporting: “We should be more ma-
ture than that in the community, because these things have real impact. . .
maybe don’t be a jackass publicly about data you’re not sure about that’s
going to impact a country’s future. Be careful.” These comments highlight
a point that I will draw out further in the next section; Lee is not arguing
against CTI analysis in general, rather he is critical of certain uses of CTI
reporting in the public sphere. This view is significant given the important
role played by CTI reporting in the wider public understanding of cyber
threats. To put it another way, is it up to Lee – as a producer of CTI –
to determine that it is “never helpful to anyone” to have CTI reporting

35



appear in the New York Times?

5.6 Attribution

The presenters at the SANS Summits generally expressed ambivalent views
on attribution to state actors. Some of the negativity was focused on ex-
amples of what presenters saw as poor quality or incorrect attribution, but
the argument that this form of attribution was unhelpful was also advanced
by multiple presenters.

5.6.1 Critical view of attribution errors

Already in 2015, two presentations struck a note of caution about attri-
bution. Cuddyer [1] cited the report ‘Operation Cleaver’ (Cylance 2014)
as an example of “analytical tradecraft done wrong”. The core claim that
she disputed was the attribution of the activity identified in the report to
the Iranian Islamic Revolution Guards Corps. “Are they making it [the
connection] up, or are they hiding their data? How confident are they?”
she asked. At the same Summit, Holland [2] referred to the “attribution
battles” that followed the hacking of Sony Pictures Entertainment in 2014.
Holland did not expand on the point, but Guerrero-Saade (2017) for exam-
ple has argued that the public debate over the grounds for the attribution
of the Sony hack to North Korea by the US government was damaging to
the CTI industry (see, for example, Egloff 2020).

In 2019, Wright [48] denigrated the pursuit of attribution, saying “a lot
of people are jumping to conclusions about attribution because it’s like the
holy grail in some organisations.” Jones gave a presentation [44] called, ‘A
brief history of attribution mistakes’ that focused on poor analytic trade-
craft in CTI reporting. She noted that “[e]arly on in Infosec days, especially
when we were looking at Chinese nexus actors, researchers would often as-
sume that the relationship between a tool and an adversary was one to one,
so much so that the name for the malware and the name for the group were
often used interchangeably.”

In this respect, Richard Bejtlich’s presentation [7] was something of
an outlier. Bejtlich talked enthusiastically about the CameraShy report
(ThreatConnect 2015) which appeared to identify an individual operator
within a Chinese People’s Liberation Army cyber unit. “They completely
doxed this Chinese PLA guy. . . [they managed to] place this guy at his
building”, Bejtlich said. Similar positive sentiments about exposing the
human adversaries behind a cyber operation were notably absent in later
summit presentations and wider literature around the CTI industry. Dis-
cussing the CameraShy report, Guerrero-Saade (2017) argues that, regard-
less of ethics of exposing this individuals, the details about the individual
are of no use to a network defender. The closest examples at later SANS
Summits in my sample were Mesick and Moran [59], who showed a map
with large red arrows pointing at China, or Bromiley [50], who joked about
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– but did not show – social media posts by the criminals he had been
tracking. Instead, as I will argue below, the SANS Summits presentations
largely emphasised a more neutral conception of attribution as an activity
intended not to expose human adversaries but to provide inputs for network
defenders.

5.6.2 The problem of selection bias

One argument advanced by SANS presenters against the CTI industry do-
ing attribution in public was that in many cases attribution was based on
data with a clear selection bias. Lee [21] gave an example: “Does Fire-
Eye hate China and they keep publishing things on China? No. Their
customers are the type of customers getting targeted [by China], so they
have that collection.” Such biases, Lee argued, occurred on geographic and
industry lines – he suggested that the US-based CTI industry did not focus
on the “Pakistani APT” because that team would be targeting India, not
the US. Similarly, in an earlier presentation [12] he noted that “maybe we
don’t see the Algerian APT team very often. . . [there are] different threats
for different threat landscapes.”

Caltagirone [10] argued that the popular focus on threat actors associ-
ated with Russia and China was a distraction from the real threats facing
Microsoft’s customers, which were primarily regional. “The Bears and the
Pandas are all great,” he said, referencing CrowdStrike’s terminology for
Russian and Chinese “Nation-State-Based Adversaries”, “but the majority
of the work that we did were in these [regional, targeted] types of groups.”
These arguments appeared regularly. Jones [44] asked whether “the victim
list that we are seeing [is] a function of our own visibility?” These pre-
senters’ emphasis on acknowledging this selection bias is instructive in the
light of the critique of commercial CTI advanced by Maschmeyer, Deib-
ert, and Lindsay (2020). Senior CTI practitioners openly acknowledged
the narrow scope of their coverage, and tied it to the commercial nature
of their work, effectively agreeing with that critique. However, for these
practitioners, awareness of this selection bias is if anything an argument
for even narrower public reporting.

5.6.3 Attribution as ineffective for cyber security professionals

Another argument regularly advanced against attribution was that it was
ineffective for cyber security professionals. Maxwell and Roberts [4] argued
that attribution was unimportant unless the analyst was able to go after
the person identified “with hand guns, and muscle cars, and Ronald Rea-
gan driving” – effectively painting the act of attribution as ridiculous or
hubristic for CTI professionals in the private sector.

Lee set out a critical position on attribution across a series of presenta-
tions at the SANS Summits, as well as in a blog post on his website in 2016
(Lee 2016) He asserted that attribution to a state actor was unhelpful for
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network defenders. “If you are on the side that is actually doing network
security, I actually think it hurts you to even think about that.” [8] His
argument was that people tended to associate different states with differ-
ent types of activity in cyber space. For example, he argued that people
associated Chinese groups with intellectual property theft. Lee asserted
that “all of that is bias” because [21]: “[e]very one of these. . . [states]
does all of these actions [e.g. Intellectual property theft, military action,
espionage, counter-terrorism etc]”. Again, in [12] he said: “everybody’s got
every team”.

Another SANS Instructor, Tarala [9], advanced the same argument,
questioning whether knowledge of the adversary behind an attack changed
the technical controls a defender would implement. He asked whether it
mattered if the “Syrian Electronic Army” was behind the attack or whether
“‘just enough’ data [was] good enough to make good decisions to actually
do defence.” Sergio Caltagirone [10] noted that Microsoft did not use the
term APT and did not attribute activity. Lee hammered the point home in
[21] and explicitly drew the link to ‘our community’, asking, “How are you
using that information differently knowing that it was nation-state X? .. I
would say that attribution is not only mostly useless for our community, it is
almost always damaging to your tactical-level defenders.” In this argument,
attribution to a state is not only ridiculous, like Reagan in his muscle car,
it is a peril for CTI analysts to avoid.

In [21], Lee set out his view of a form of attribution that could be of
use to a network defender. Taking the example of North Korea, he argued
that it could be useful for CTI analysts to note that an activity group was
“operating in our perceived understanding of North Korea state interests”.
Such information would be useful for defenders who might prioritise re-
sources towards detecting and responding to the tools used by that activity
group in the event, for example, of a period of heightened tensions between
North and South Korea. Lee’s point was that this was not attribution to
a state and it did not matter whether the attribution was correct: “Does
it matter if they’re North Korea or not? No. They could be Syria and it
has no impact on anything for me, because I did defence correctly. I said,
here’s my perception. Here’s the model which I’ve chosen to put this in, I
have made observations and done assessments, to facilitate defence in my
environment.”

Note that Lee is not arguing against the consideration of geopolitical
factors in CTI analysis. Indeed in [12] he said that “strategic [analysis]...
focused on [the] geopolitical” was “the way to go, we want the industry to
be there.” Rather, his point is about the way the outputs of the intelligence
process are tailored to the intended customer.

This approach to attribution is entirely coherent and Lee’s advocacy of
the benefits for network defenders are persuasive. The intelligence produced
by such a process would be about an adversary and would be actionable for
a network defender. However, this approach disregards the fact that for a
great many people – and indeed the general public – it does matter whether
North Korea, or China, or the United States was behind a particular act
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in the cyber domain. By pushing these questions out of scope, and arguing
that asking them is in fact deleterious to the performance of a CTI analysts’
work, Lee is arguing for a coherent but narrow conception of what CTI
should look like in the private sector. Doing CTI becomes a question of
‘doing defence correctly.” Moreover, this ‘purist’ model (a term Lee himself
uses, see below) of private sector CTI analysis seems intended to reduce the
involvement of the industry in public debates about attribution of cyber
activity to states.

5.6.4 The naming problem in attribution

The ‘purist’ conception of CTI can be seen most clearly in the third argu-
ment advanced against attribution; that the tendency of the CTI industry
to conflate different threat actors suggests an analytical error. Lee [21]
began by noting that it can be “hard to keep your bears in line”; refering
the CrowdStrike convention of naming threat actors assessed to be Russian
using the term ‘bear’. He was similarly disparaging in [12], saying “I do
like the made-up names: Glowing Unicorn, Sparkly Panda, whatever crap
they come up with.”

Lee’s point was that it was wrong to conflate these names: “FireEye
calls it APT29, and CrowdStrike calls it Cozy Bear. You’ll even see that
in government documents . . . these two groups – just call’em whatever
you want. As a purist, I’d push back that that’s very silly because their
investigations that CrowdStrike did, and the intrusion analysis they did to
come up with what they called Cozy Bear cannot be a one-for-one match
with what FireEye did to come up with APT29. They worked on different
datasets, they had different customers, they represent different intrusions.”

This point was echoed by Amy Bejtlich [49], who gave the presentation
in her capacity as an employee of Dragos – Lee’s company. She added that
“By assuming the data and naming conventions of other organisations,
we assume their biases.” Raggi, speaking at the same summit [53], referred
back to Bejtlich’s point when discussing the various attribution claims made
about the APT called ‘Stone Panda’ by CrowdStrike: “We all have different
telemetry, different visibility, and different understanding of the campaigns
associated with APTs, and we call them different things to approximate
the parts of the activity that we perceive from our telemetry’s perspective.”

In effect, Lee et al are arguing that viewing these names as interchange-
able reveals a category error on the part of the analyst; if you think that
‘APT29’ and ‘Cozy Bear’ are different terms for the same thing, then you
have misunderstood to what those two terms refer. That is to say, the
term APT29 refers to the output of a series of analytical processes based
on a proprietary dataset. It is not a codename for a particular real-world
group, and least of all the group’s own codename for itself. For example,
the Wikipedia entry for ‘Cozy Bear’ at the time of writing began with
a sentence that would be nonsensical in Lee’s terms, “Cozy Bear, classi-
fied as advanced persistent threat APT29, is a Russian hacker group be-
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lieved to be associated with one or more intelligence agencies of Russia.”
(Wikipedia contributors 2020) Again, Lee is emphasising the difference be-
tween attributing to a ‘threat actor’, which he believes that CTI can do,
and attributing that ‘threat actor’ to a nation-state or other group.

Nonetheless, some presentations did appear to conflate names. Johnson
[34] noted that Mandiant was tracking “the same group” as he was, but un-
der different names, saying that “it was really great confirmation. . . after
decoding [the different names] it became obvious that we were dealing with
the same group.” Similarly, Smart [55] noted that one of his slides used
his company’s name for groups but equated these to other names used in
the industry: “Black Artemis for us is Lazarus. Black Banshee is what
the community calls Kimsuky.” As noted above, Johnson and Smart have
backgrounds in classified law enforcement work and signals intelligence re-
spectively. If they can straightforwardly equate these groups then Lee’s
view is clearly not universally adopted.

Lee’s stance on naming – like his approach to attribution – is coher-
ent and principled. But it is also – in his own words – a purist view. In
philosophical terms it borders on idealism, and like that movement, at its
extremes it reveals a tension between the ‘common sense’ use of the terms
and a strictly accurate approach. Lee is absolutely correct to say that the
terms ‘APT29’ and ‘Cozy Bear’ refer to different things. However, there is
another sense in which the identification of APT29 and Cozy Bear, and of
both of them with Russian intelligence, is hugely important for the pub-
lic understanding of cyber conflict in the 21st century. Lee’s blog post
(Lee 2016) makes clear that he recognises that “[t]here is a balance to be
struck” and he argues that “being hypersensitive about true attribution
enforces a culture in this field where nation-states can ignore responsibil-
ity”. Nonetheless, Lee’s suggestion that the threat actor names should not
be used interchangeably even after they have been attributed to the same
real-world group in government reporting (which, see below, may be in-
formed by credible sources and methods) is interesting. His stance here
suggests something more than a desire for analytical rigour; by seeking to
disentangle threat actor names from the real-world groups that they are
widely understood to represent, Lee appears to be trying to disentangle
commercial CTI from public debates around attribution.
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Figure 2: Requirements and sources needed for credibility

6 Lessons for CTI from counterintelligence

Over the course of the previous two sections, I have been pulling at a thread
that has revealed a tension at the heart of CTI activity. This tension is
between the way that commercial CTI reporting is received in the public
domain and the way that senior practitioners such as Lee want the CTI
industry to work. In the next section, I will map this problem onto the
theoretical model that foregrounds the similarity between CTI and coun-
terintelligence.

6.1 Introducing the model

Figure 2 is my attempt to condense the different views on attribution from
the SANS Summit talks. It is particularly indebted to the presentations
by Lee [21] and Rid [32], as well as to Rid’s other work on this topic (Rid
2020; Rid and Buchanan 2015). Nonetheless, this is my interpretation of
a complex issue and any errors are my own. The top row shows a series
of increasingly difficult intelligence requirements in the wake of the detec-
tion of malign cyber activity. The lower row shows the types of sources
that an organisation would need to credibly satisfy that requirement. Note
that this is a point about epistemology – what kind of information would
we need to be able to say that we know something. This is not foremost
about standards of proof in legal proceedings (Carolina 2019) or about the
kind of evidence that could sway the ‘court’ of public opinion on an is-
sue. An organisation, such as a government or a cyber security company,
could publicly attribute an activity in the cyber domain to a real world or-
ganisation (Requirement C) based on nothing more than publicly available
second-hand reporting (Sources 1); whether this would be a good idea is a
separate question.

It is worth emphasising the distinction between Requirements B and
C. Requirement B is identifying – based on technical details from the spe-
cific activity in question, detailed records, and a strong analytical process
– whether the activity matches a previously observed threat actor. Re-
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quirement C is attributing that threat actor to a ‘real-world’ organisation.
This is the difference between saying that an intrusion was conducted by
APT29 and that APT29 is a particular unit within Russian military in-
telligence. Lee (2016) refers to Requirement C as “true attribution”. For
Lee, confusing these two requirements is what leads to the mistaken belief
that APT29 and Cozy Bear are identical, or that Cozy Bear is “classified”
as APT29 (Wikipedia contributors 2020). Commercial CTI companies can
fulfil Requirement B very well, but meeting Requirement C requires access
to capabilities that largely remain the preserve of state intelligence services.

6.2 Difference in capabilities

Fox [15] pointed to the gaps in the collection capabilities of commercial
CTI analysts: “CTI analysts are not necessarily going to be able to find
out every single little thing. . . nation state X – in addition to the newfan-
gled cyber methods – might use traditional intelligence collection methods
to target [a fictional company name] for its data. CTI analysts have no
idea at this point. . . how much they [the adversary] are investing in tra-
ditional intelligence collection.” Discussing a cyber intrusion in Ukraine,
Lee observed how unlikely it was that commercial CTI analysts would ever
have access to credible sources on the internal decisionmaking process of
the organisation that conducted the operation: “We will never know the
intelligence requirements that went into that.” In contrast, Lee [21] argues
that state signals intelligence agencies can access data that is not avail-
able to commercial CTI organisations. Such intelligence would feed into
an all-source analysis capability that would incorporate intelligence from
other intelligence disciplines, and all of this apparatus would be protected
by a counterintelligence capability intended to ensure that the sources and
methods used to acquire the information are protected. This puts these
services into a position where they can credibly answer Requirement C in
a way that a commercial CTI company cannot.

Moreover, there are variations in the sources and methods available to
state intelligence services, and in the value of these sources and methods
for answering different requirements as set out in Figure 2. As Lee [21]
argues, a signals intelligence service might have been watching in real time
as an operator in State A conducted an operation, but they are no closer
to knowing the ‘why’ – the intent behind the action (Requirement D). Lee
cited the report by US intelligence agencies into Russian interference in
the 2016 US presidential election. He noted that the agencies expressed
varying levels of confidence in the assessment that the Russian government
intended to support the campaign of Donald Trump. “If you are the NSA
and you are living off of signals intelligence networks, and telephone calls,
and cyber things, you might not have what you need from collection to be
able to make that type of assessment. If you’re the CIA and potentially
have someone in the room, who heard it get authorized, you might have
better collection to support that assessment.” In the terms of Figure 2,
Lee is suggesting that the NSA was credibly able to answer Requirement
C, but that answering Requirement D would have required access to the
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kind of sources and methods – notably, human sources with access to senior
decision-making – that would be more likely to be found in an organisation
such as CIA. This is what Rid and Buchanan (2015) refer to as “opening the
aperture”; bringing more and more varied sources to bear on the problem
of attribution.

Nonetheless, determining intent ultimately remains problematic. Rid
[32] used a historical example of an active measure (disinformation opera-
tion) carried out by the Soviet KGB to highlight the even harder problem
of determining intent. Rid noted that the UK signals intelligence service
GCHQ intercepted (and leaked) a signal containing the order to conduct
the operation. Moreover, it is a matter of historical record that events
matching the proposed operation occurred. However, even in this case,
Rid noted challenges with attribution of intent. “We have an expression
of intent, we have an incident that is a perfect fit, . . . but how do we
know they’re actually connected.” Cuddyer [1] made the point that “intent
is the ultimate source of uncertainty. . . You can never actually know for
sure what is going on in the mind of another person.” Cuddyer contin-
ued: “Anyone who says they know exactly why this happened, is selling
something.”

At the very least, determining intent requires access to the internal
communications and thinking of the organisation conducting the operation.
It is possible that this could come from signals intelligence (an intercepted
mobile telephone call, for example, or a bug placed in a secure facility) but
given the level of operational security in these services, such intelligence
is more likely to come from the cultivation of a human source within the
adversary intelligence service or the inner circle of the state’s executive.

6.3 Attribution as counterintelligence

This is where I believe the similarity between CTI and counterintelligence
becomes most obvious, because the kind of access needed to credibly an-
swer Requirement D is the classic counterintelligence penetration of an
adversary service. Redmond (2010) underlines the importance of human
sources within adversary intelligence organisations: “The very best way to
engage in counterintelligence activities is to have a valid source, or prefer-
ably sources, in the opposition service who can tell you what spies they
have, or are trying to develop, in your government or defense industries;
what technical, cyber, or disinformation operations they are running or
plan to mount; and what they are doing to detect and negate your own
intelligence-collection operations.” The lesson here is that if the require-
ment for ‘attribution’ is knowledge of an adversary intelligence service’s
intent, then it is effectively a difficult counterintelligence problem. Com-
mercial CTI organisations will almost certainly not be able to solve this
problem with the sources and methods available to them.

Lee’s response to this, as articulated across his SANS Summit presen-
tations, seems to be that commercial CTI organisations should focus on
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Requirement B, leaving Requirements C and D to the state intelligence
services that have the sources and methods to credibly answer those ques-
tions. Moreover, in pushing his purist view of the use of naming questions,
Lee appears to be attempting to disentangle Requirement B from questions
about Requirements C and D.

For advocates of such an approach, it might make sense to employ an
artificial distinction between CTI as performed in the private sector and
‘counterintelligence proper’ as performed by state agencies, as a way of
delimiting the scope of CTI activity. However, the requirement to respond
to adversary deception even with the scope of CTI work would necessitate
an engagement with counterintelligence-like concerns, as evinced by the
SANS Summit presenters, and to grapple with deception, as seen in Amy
Bejtlich’s redefinition of counterintelligence as counterdeception.

6.4 Public reporting

Lee’s attitude to public reporting of commercial CTI suggests he wants the
CTI industry to play less of a role in the public debate about attribution
in general. In governments, the question of whether to make public intel-
ligence about adversary activities in the cyber domain is a part of what
Rid and Buchanan (2015) term a “complex political process” involving
politicians, generals, and lawyers, among others. In CTI companies, as
Guerrero-Saade (2015) argues, this is often a decision made by marketing
departments. In that article, Guerrero-Saade wrestles with the question
of what a system for targeting and disseminating CTI intelligence work in
the private sector could look like – put simply, how to decide which threats
companies investigate and who gets to read the reports. His proposed an-
swer involves developing systems for independently verifying public CTI
reporting and greater academic engagement in operational threat research;
he concludes that it is more likely that the industry will balkanize along
nation-state lines and retreat behind a paywall. My interpretation of Lee’s
comments across the SANS videos is that he is presenting his answer to
that question: commercial CTI should prioritise producing actionable in-
telligence for network defenders in the private sector, in a way that makes
attribution to states unimportant and even unhelpful, and that the prod-
ucts of that intelligence should largely be restricted to the affected parties.

The problem with this approach is that it disregards the important
role that public reporting by commercial CTI organisations has had on
shaping public understandings of the cyber domain (Maschmeyer, Deibert,
and Lindsay 2020; Work 2020a; Stevens 2020; Cavelty and Wenger 2020;
Shires 2019; Egloff 2020). More specifically, it downplays the importance
of allowing the public to make their own inferences from the CTI industry’s
credible response to Requirement B – “yes, this attack was conducted by
the threat actor we identify as APT29” – to the individual’s own assessment
of the group behind that threat actor. Such inferences could be bolstered by
government statements equating threat actors with particular organisations
(and, again, note Lee’s voiced disapproval of these statements in [21]). For
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NGOs and activists of the sort that Maschmeyer, Deibert, and Lindsay
(2020) show are under-served by existing commercial CTI reporting, as
well as for journalists, policymakers, and even business leaders in under-
reported sectors, this public CTI reporting may be their only view into
the deeply complex sphere of cyber espionage and covert action that may
very well directly affect them. I am not arguing that commercial CTI
organisations have a public duty to report the highly sensitive details of
attacks on private networks. Rather, my view is that the SANS Summits
presentations at times evince a desire to extract the CTI industry from
public debates in which it has become embroiled as a result of past public
reporting.

6.5 Determining effect

Finally, even if it possible to establish the intent behind malign cyber activ-
ity (Requirement D), determining the impact of that activity (Requirement
E) remains out of reach. This is a point Rid (2020) grapples with repeat-
edly. He notes the challenges faced by Warsaw Pact intelligence services in
accurately determining the impact of disinformation campaigns, compar-
ing this with the challenge of determining the impact of hacking activity
attributed by the US government to Russia on the outcome of the 2016 US
presidential election. It remains an open question what sources are needed
to credibly answer this requirement, and while the tools available to secret
intelligence services may be helpful it is also likely that there is an impor-
tant role to be played by a broader range of actors. Similarly, as Rid notes,
determining impact is in some respects a “constructivist vortex”; the very
act of attempting to determine the impact of some activity risks amplifying
that impact. Resolving such tangled problems is clearly beyond the scope
of the CTI industry alone but nor are they ones from which the industry
can entirely divorce itself. More saliently, even if we accept Lee’s view of
the limited scope of private-sector CTI, there is no reason why CTI firms
should not be involved in research into Requirement E.
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7 Future work

This work has focused on analysing presentations given by CTI practi-
tioners. However, the nature of my sources meant that there was no op-
portunity to directly question the subjects. Future research could involve
surveys of CTI practitioners, or direct interviews and focus groups, for
example directly presenting them with the question about the relation-
ship between their work and counterintelligence. Such research could be
strengthened by a deeper theoretical engagement with the academic liter-
ature around discourse analysis, for example. Moving beyond analysis of
what CTI practitioners say, an ethnographic approach that saw a researcher
working within a CTI community could provide valuable insights into how
CTI work is actually done in practice. The theoretical literature on com-
munities of practice could provide useful insights here. I briefly explored
the relationship between the serious subject matter of CTI analysis and
the way SANS Summit presenters often made use of humourous memes in
their presentations. Combined with the widespread use of technical jargon
and acronyms from the worlds of intelligence and information technology,
this suggests that the field is ripe for the sort of exploration shown in the
work of Cohn (1987). There is clearly a need for further research into the
relationship between the commercial CTI industry and the public sector.
One route into this problem would be to research the histories of people
who move out of government and into commercial CTI roles. My research
shows that this is a common route and that having a state intelligence
background is an important mark of credibility in the industry. Alterna-
tively, research into the political economy of commercial CTI could go a
long way to determining how distinct the industry is from the state sec-
tor from which it emerged (Voelz 2009; Crampton, Roberts, and Poorthuis
2014).

My research focused almost entirely on the US CTI industry. Research
into CTI elsewhere could seek to establish an understanding of which coun-
tries have commercial CTI industries, and whether commercial CTI activity
is comparable across countries. Certainly there are Western organisations
that carry out CTI on a global basis, as highlighted in Caltagirone’s presen-
tation [10]. However, given the possible geopolitical and legal implications
of CTI research, it is not clear that credible, objective CTI work is univer-
sally practical. For example, Lee in [21] said: “I haven’t seen a Chinese
security company that’s really doing threat intelligence to put that data
together. When that happens there will be a lot of historical data to show”.
Similarly, Bejtlich [7] noted variances in quality in CTI reporting by coun-
try. “Some of the reports from the other countries out there who just
aren’t there yet, they just make these assumptions and they don’t give you
any references or cite anyone else, I dismiss those.” More recently, Work
(2020b) has critically examined the output of some Chinese CTI organi-
sations. Given the geopolitical issues at play it is possible that some of
the dismissal of other countries’ reporting reflects national interest. This
increases the importance of objective comparative research to help estab-
lish criteria for assessing the credibility and objectivity of CTI reporting
regardless of country of origin. More broadly, a comparative analysis could
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provide a clearer view of the nature of the nature of CTI. As Work (2020a)
observes, “In the end one may find these phenomena to be a transitional
period later subsumed in new national and transnational constructs, or
merely supporting influences within a wider spectrum of intelligence and
military power, or alternatively the first expressions of a new form of power
not previously considered.”

47



8 Conclusion

At the beginning of this report, I outlined three broad research questions
about CTI and counterintelligence.

1. Do CTI practitioners’ public statements about their activities reflect
the intelligence aspects of their work?

2. Do these statements engage with the implications of the counterin-
telligence aspects of their work and the possibility of deception?

3. Are there lessons that can be drawn from the open-source literature
on counterintelligence and deception that could be of value to CTI
practitioners?

As detailed in Sections 4 and 5 the answer to Questions 1 and 2 is a
qualified yes in both cases. CTI practitioners do talk about the intelligence
aspects of their work, in many cases enthusiastically, but there is also a
widely held conception of CTI as primarily a technical activity. Similarly,
CTI practitioners engage with the implications of the counterintelligence
aspects of their work, but with caveat that the term itself is not widely
used. In Section 6, I argued that the areas where the crossover between
counterintelligence and CTI are most obvious are precisely the areas that
some CTI practitioners are attempting to downplay.

It is understandable that there would be some controversy around the
application of the term ‘counterintelligence’ to the activities of private com-
panies. As Work (2020a) argues in his evaluation of commercial cyber in-
telligence, “These are no doubt difficult and uncomfortable questions for
professionals and scholars accustomed to a focus on the state as the pri-
mary subject of analysis.” There are a variety of personal, institutional,
and commercial reasons why CTI practitioners might actively oppose the
application of the term ‘counterintelligence’ to their work. Moreover, for
some commercial organisations, the overlap with counterintelligence might
be slim or non-existent. Indeed, a substantial objection to my argument
may be that most commercial CTI activity is sufficiently unsophisticated
– perhaps primarily concerned with managing vast data feeds for example
– as to be unrecognisable as counterintelligence. There is support for this
assessment in other sources. Oosthoek and Doerr (2020) argue that CTI is
“generally of low quality”, with most CTI data coming in form of Indicators
of Compromise (IoC) feeds that use “undependable” sources and promote
a “signal-to-noise problem”.

However, even if most CTI practitioners are not in fact doing something
that is recognisably private-sector counterintelligence, at the very least the
industry has at times publicly given the impression that is doing so, or
aspires to do so. To return to the description of Roberts and Maxwell’s
talk [4], whether or not the CTI industry really is “hackers ... uncover[ing]
international criminal conspiracies and cyber spy rings”, it is a fact that this
is sometimes how they are presented. The Mandiant APT-1 report, with
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its aspirations to expose Chinese cyber-espionage, can be seen as something
of an ‘original sin’ for the CTI industry in this respect. Moreover, the CTI
industry has created a form that can be replicated and misused. Since 2013,
when the APT1 report was released, the public have become accustomed
to public reporting on the activities of state intelligence organisations. The
emergence of reports that emulate this format to disseminate disinformation
or pursue other strategic goals may already be under way (Work 2020b).

As this suggests, the debate over the underlying nature of CTI prac-
tice has broad implications. The commercial CTI industry is one of the
few sources of insights that the public has into the cyber domain. The
accuracy and scope of CTI reporting shapes these groups’ understanding
of one of the most important fields of interstate conflict in the modern
world, along with the ways in which those conflicts affect them directly.
The organisations producing this reporting have largely adopted the meth-
ods of state intelligence institutions, but as Guerrero-Saade (2015) argues,
state bureaucracies have well-established processes for handling the tasking
of intelligence capabilities and the dissemination of intelligence products.
Commercial CTI companies, in contrast, “have begun an awkward, piece-
meal emulation of the production cycle of an intelligence agency without
recognizing it as such.” The question of what it is appropriate for commer-
cial CTI organisations to make public motivates Guerrero-Saade and Lee,
revealing the lack of central direction in the private sector comparable to
the well-established processes in government. The argument then becomes
whether it is appropriate for the CTI industry to adopt a model that orig-
inated in state intelligence and counterintelligence bureaucracies for use in
the private sector.

More broadly, given the impact that these firms have already had in
shaping the public discourse around cyber competition, any attempt by
the CTI industry to downplay that role in the future will have significant
implications for the general public. As a first step, there is a pressing need
for academics and other researchers to develop a better understanding of
the nature of commercial CTI activity, as part of a broader project of under-
standing the revolution in private intelligence. Similarly, CTI practitioners
may find value in examining their activities through the theoretical lens of
counterintelligence. This would situate CTI activity within its historical
context, even as it could help the industry to articulate a distinct public
role for private-sector counterintelligence.
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