How social contexts affect cognition: mentalizing interferes with sense of agency during voluntary action

Nura Sidarus\textsuperscript{1,2}, Eoin Travers\textsuperscript{3}, Patrick Haggard\textsuperscript{3}, Frederike Beyer\textsuperscript{4}\textsuperscript{*}

\textsuperscript{1} Institut Jean Nicod, Département d’Études Cognitives, Ecole Normale Supérieure, EHESS, CNRS, PSL University
\textsuperscript{2} Department of Psychology, Royal Holloway University of London, Surrey, United Kingdom of Great Britain and Northern Ireland
\textsuperscript{3} Institute of Cognitive Neuroscience, University College London
\textsuperscript{4} Department of Biological and Experimental Psychology, Queen Mary University of London

* Corresponding author

Dr. Frederike Beyer
Department of Biological and Experimental Psychology
School of Biological and Chemical Sciences
Queen Mary University of London
Mile End Road
E1 4NS, London
Phone: +44 (0)20 7882 7183
Email: f.beyer@qmul.ac.uk
Abstract
Living in complex social structures, humans have evolved a unique aptitude for mentalizing: trying to understand and predict the behaviour of others. To date, little is known about how mentalizing interacts with other cognitive processes. “Sense of agency” refers to the feeling of control over the outcomes of one’s actions, providing a precursor of responsibility. Here, we test a model of how social context influences this key feature of human action, even when action outcomes are not specifically social. We propose that in social contexts, sense of agency is affected by the requirement to mentalize, increasing the complexity of individual decision-making. We test this hypothesis by comparing two situations, in which participants could either consider potential actions of another person (another participant acting to influence the task), or potential failures of a causal mechanism (a mechanical device breaking down and thereby influencing the task). For relatively good outcomes, we find an agency-reducing effect of external influence only in the social condition, suggesting that the presence of another intentional agent has a unique influence on the cognitive processes underlying one’s own voluntary action. In a second experiment, we show that the presence of another potential agent reduces sense of agency both in a context of varying financial gains or of losses. This clearly dissociates social modulation of sense of agency from classical self-serving bias. Previous work primarily focused on social facilitation of human cognition. However, when people must incorporate potential actions of others into their decision-making, we show that the resulting socio-cognitive processes reduce the individuals’ feelings of control.
Introduction

Humans live in highly complex cooperative social structures, a fact that is linked to the development of sophisticated mentalizing skills during recent evolution (Hare, 2011). Mentalizing can be defined as the cognitive processes associated with trying to understand and predict the behaviour of another agent in a social interaction. The evolution of the human brain appears directly driven by the need for such complex social cognition, with a wide-ranging network of neural structures (medial prefrontal cortex; temporo-parietal junction; temporal poles; precuneus) supporting mentalizing processes (Schurz et al., 2014). This would suggest that the mentalizing processes underlying social interaction have shaped other, non-social cognitive processes (Mercier & Sperber, 2011). In that case, consistent and characteristic interactions between mentalizing and non-social cognition should exist. However, the tasks used in much previous research on this topic often assumed this interaction, rather than directly test it – often requiring social cognition as an explicit element of the task. For example, when participants need to learn to predict another agent’s behaviour, mentalizing is indeed related to better performance (Devaine et al., 2014).

Despite its generally adaptive value, we suggest that, in some contexts, mentalizing may have a deleterious effect on cognition and behaviour. A troubling example of how social context can impact individuals’ behaviour is the “bystander effect” (Darley and Latane, 1968), in which the presence of other people reduces the likelihood that any one individual will act in an emergency situation, like someone needing help. This effect has been linked to the phenomenon of diffusion of responsibility (Bandura, 1991), whereby people feel less responsible for their own actions in
social contexts. We recently proposed that these effects are due to mentalizing processes interfering with decision-making and sense of agency (Beyer et al., 2017).

Sense of agency refers to the feeling of being in control of our actions and their outcomes, and is essential for attribution of responsibility (Frith & Haggard, 2018). Sense of agency is an essential feature of normal human behaviour, and has wide structuring effects on cognitive processes, from perception (Tsakiris & Haggard, 2005) to outcome evaluation (Bednark & Franz, 2014). It is understood as arising from monitoring one’s own volitional control over a physical event. Models of motor control (Blakemore et al., 2002) have highlighted a role for detecting mismatches in the comparison between internal predictions of sensory feedback, given efferent motor commands, with observed sensory feedback. Recent frameworks have emphasised an integration of such sensory-motor signals with other relevant cues, such as contextual information, or information about the decision-making process (Chambon et al., 2014; Synofzik et al., 2013). Traditionally, sense of agency is measured as a non-social aspect of cognition, which depends on action-outcome contingencies in interactions of the individual with their environment (Wen, 2019). Yet, navigating the social world raises particular opportunities and challenges for individual agency.

Social contexts offer the opportunity of expanding one’s agency by acting together with, or through, other agents. This can be supported by socio-cognitive processes, such as reflective mentalizing, or automatic mimicry. Interestingly, another view, akin to models of motor control, conceptualises social interaction as a feedback loop, between one’s own actions and outcomes and that of other agents, which would serve to facilitate coordination, as well allow assessing one’s control over the interaction partner (Wolpert et al., 2003). Yet, while this model addresses how one may come to feel a sense of control over the interaction partner’s actions, it does not
address the question of how the interaction partner affects one’s own sense of agency over non-social, environmental consequences of one’s own behaviour. In fact, social interactions can also present challenges to monitoring one’s own agency. Namely, they can introduce ambiguity as to which of two or more potential agents caused a given event. Several studies have tested the effect of social interaction on sense of agency, particularly in joint action (Bolt et al., 2016), or in situations in which control over events is objectively shared between participants (Li et al., 2011). Using experimental designs that prevent such ambiguity as to who caused a given outcome, our work has demonstrated a different challenge to sense of agency, as social contexts can also increase the complexity of individual decision-making (Beyer et al., 2017, 2018).

Previously, we have shown that the mere presence of another potential agent alters decision-making, and reduces sense of agency and outcome monitoring (Beyer et al., 2017). Interestingly, this agency-reducing effect of social context was associated with increased activation of the precuneus (Beyer et al., 2018), a key node in the mentalizing network. This supports the hypothesis of strong interactions between mentalizing and wider cognition. Based on these findings, we developed a cognitive model (Figure 1) of how social context influences sense of agency (Beyer et al., 2017, 2018). This model states that in social contexts, mentalizing interferes with decision-making processes, as the potential actions of other agents must also be considered, thereby reducing sense of agency. This model draws on previous work showing that sense of agency is reduced by dysfluency in action selection (Sidarus et al., 2013, 2017a; Sidarus & Haggard, 2016) and increased cognitive load (Hon et al., 2013; Howard et al., 2016; Wen et al., 2016). Here, we further investigate this framework of how social settings may influence human action processing.
Figure 1: model of social context influences on sense of agency. (from Beyer, Sidarus et al., 2017) The model shows the proposed mechanism behind how the presence of other people can reduce outcome monitoring and sense of agency (shown in red). We propose that in social contexts, mentalizing processes increase dysfluency in the individual’s decision-making and action planning process. This dysfluency leads to a subjective loss of control over the outcomes of the individual’s own actions. Importantly, we have previously shown that this process is independent of post-hoc reinterpretation or justification of action and outcomes, and of ambiguity about the author of a given event (shown in dashed black lines).

To test the modulation of sense of agency in social and non-social contexts, we designed a task in which participants allegedly interacted with another person, while preserving their objective control over the outcomes of their own actions. In this task, participants made costly actions to avoid a negative event, such as an inflating balloon bursting, as shown in figure 2. In order to mimic the payoff structure of classical bystander scenarios, in which actions such as helping are effortful but necessary, we designed actions to be costly (result in the loss of monetary points),
but not acting – and letting the balloon burst – was even more costly. Importantly, participants had some control over the outcomes of their actions, as they lost fewer points, on average, the later they stopped the balloon. Yet, there was also risk involved in the decision, as the balloon could inflate at different rates across the trials, and could suddenly speed up during the trial.

**Figure 2: task outline to study social context effects on sense of agency in Experiment 1.**

Figure shows the different conditions for the task, similarly to previous studies Co-player absent context: participant successfully stops the balloon and loses the respective number of points (A); balloon pops, participant loses larger number of points (B). Co-player present condition: participant successfully stops the balloon and loses the respective number of points (C); co-player stops the balloon, participant loses 0 points (D); balloon pops, participant loses larger number of points (E). Analyses focused on trial types A and C.
As shown in figure 2, in some trials, participants played alone, and should decide *when* to act to stop the balloon inflating before it burst, weighing the potential risk costs and against the benefits of acting later. In other trials, participants were told that they were playing with another person, represented on the screen as a second avatar. In those trials, if the co-player acted first to stop the balloon, the participant no longer needed to act and hence would not lose any points. However, if neither player acted, both participants lost a large number of points. Crucially, immediate action feedback – highlighting the avatar of the actor and the stopped balloon – eliminated ambiguity as to who was the author of a given outcome. Nevertheless, when the other player was present, participants’ behaviour changed, as they tended to act later to stop the balloon, reported a reduced sense of agency over the outcomes of *their own* actions, and showed reduced outcome monitoring at the neural level (Beyer et al., 2017).

Importantly, our cognitive model of the impact of social context on sense of agency (Beyer et al., 2017, 2018) generates clear, testable hypotheses, which had remained untested and are addressed in the current study. Specifically, if sense of agency is reduced in social contexts due to mentalizing processes interfering with decision-making, then this effect should:

1. Depend on the social nature of the task, wherein the possible behaviour of other agents will be actively considered during decision-making. A non-social context that merely increases uncertainty about upcoming events should not have the same effect.

2. Be independent of outcome valence. Our model assumes that reduced sense of agency is the result of cognitive processes during action selection, rather than of post-hoc evaluation of action outcomes.
The current experiments are therefore designed to directly test these hypotheses, to exclude key alternative explanations, while also testing the replicability and generalizability of our previous findings.

Most importantly, our previous studies lacked a non-social control, so the only influence on participants’ decisions was a social agent. This meant that social modulation of sense of agency could not be distinguished from a general effect of uncertainty on sense of agency, or a more general change in the perceived risk in the trial, since the social context offered the possibility that not acting could result in a good outcome (i.e. as the balloon could be stopped by the co-player). To address this, the first experiment involves two setups that are identical in terms of the events that participants experience, but differ in their instructions. Namely, one group of participants receive instructions that any external influence on the task is caused by another person. The other group is instructed that any influence is caused by a faulty mechanical device – an "old" balloon pump that can malfunction and stop inflating the balloon. Playing with another person is expected to lead participants to mentalize about the co-player’s behaviour, trying to understand and predict when the co-player will act, and incorporating such predictions in their decision-making, in addition to the risk calculations. In contrast, while the faulty pump condition still introduces uncertainty about upcoming events, and could potentially alter the risk calculations, it is not expected to engage additional cognitive processes for modelling and predicting when the pump will fail to inflate the balloon. This allows for a direct test of the influence of social cognition on sense of agency.

While the above setup tests the most important alternative explanation for our previous findings, still another potential influence remains in the tasks used previously. So far, our studies only
involved negative action outcomes, thus we could not exclude the possibility that there was something specific about negative outcomes in social contexts. Generally, participants may be motivated to reduce their personal sense of agency for negative events, in line with the concept of self-serving bias (Bandura, 2002). Yet, even in the presence of a self-serving bias, one could hypothesise different patterns of interaction between social context and outcome value, depicted in Figure 3, that carry different implications for the role of self-serving bias in understanding diffusion of responsibility. Here, outcome value is considered in a relative sense, represented by a Z-score, where 0 represents average outcomes, and more positive vs. negative values represent increasingly better vs. worse than average outcomes, respectively. Classically, it has been assumed that the diffusion of responsibility effect is specifically tied to a self-serving bias, as the presence of another agent would offer an opportunity to strategically displace responsibility, away from the self and towards the other, for undesirable outcomes. Within the context of our task, this hypothesis would predict that agency ratings should be especially reduced in the social, relative to non-social, context for worse outcomes – as depicted under H1 (figure 3). In contrast, our previous studies have shown that participants demonstrated a general self-serving bias, giving gradually lower agency ratings with increasingly undesirable (more negative) outcomes (Beyer et al., 2017, 2018), but this effect was the same across social and non-social contexts – as depicted under H2. This suggests that diffusion of responsibility is an independent effect that cannot be explained by a self-serving bias. Finally, one could hypothesise a third pattern of results, H3, wherein the reduction in agency ratings due to a social context would only be evident for more desirable outcomes. In such a scenario, particularly low agency ratings for relatively bad outcomes might result in a floor effect, obscuring the influence of social context. Importantly, results resembling those of either H2 or H3 would show that diffusion of responsibility could not be explained through a self-serving bias. Our previous work already supported H2. Yet, it
remains possible that these results were due to actions always having a (more or less) negative outcome, thus creating a situation in which displacing responsibility might be seen as favourable. Therefore, in a second experiment, we tested whether the presence of another agent reduces sense of agency similarly for overall positive vs. overall negative action outcomes. We discuss the implications of our findings for common practices of education and for our understanding of social development.

**Figure 3: Hypothetical interactions between self-serving bias and diffusion of responsibility.**

Across the 3 panels, there is an overall self-serving bias, with agency ratings gradually reducing with increasingly less desirable outcomes but each panel carries different implications. Outcome value is here *standardised* (Z-scored), ranging from better than average outcome values, i.e. positive Z values, to average outcomes (0), towards worse than average outcomes, i.e. increasingly negative Z scores. H1: diffusion of responsibility (i.e. lower agency ratings in social, than non-social, context) is due to a self-serving bias, as evidenced by a strategic displacement of agency with more undesirable outcomes. H2: diffusion of responsibility is independent from a self-serving bias. H3: diffusion of responsibility cannot be explained by a self-serving bias, but can be overshadowed by it.

**Experiment 1**

If people feel less in control in social action contexts because mentalizing processes interfere with decision-making, then this effect should be specific for social influences. However, if mere
uncertainty prior to the action or post-hoc counterfactual thinking leads to the subjective loss of agency, then this should also be observed for non-social sources of alternative trial outcomes.

We compared the agency-reducing effect of the presence of an alternative agent between two task settings (figures 2 & 3). Both setups were identical in all aspects, except that the alternative agent was introduced either as a human co-player, or as a non-intentional and non-social mechanical device.

Methods

All measures, manipulations and exclusion of data for the experiments reported here are explained in the manuscript.

Sample size, participants & procedure

For both experiments, we based the experimental methods on previously established findings. The task we used has been shown to result in reliable, replicable within-subject effect of context (i.e. alternative agent absent vs. present; Beyer et al., 2017, 2018). Sample size was determined a priori based on previous studies, aiming for N=24 per group, and constrained by participant availability. We planned to test the main effects of interest on agency ratings using multilevel regression models, given their greater sensitivity and reliability relative to standard statistical tests (e.g. ANOVAs) that do not simultaneously model variability in effects across and within participants (Gelman & Hill, 2006; McElreath, 2015). Unfortunately, it remains difficult to perform classic power calculations for multilevel regression models, due to the heterogeneous sources of variance that must be taken into account (McElreath, 2015; Westfall et al., 2014). Therefore, we opted to analyse agency ratings using a Bayesian approach to multilevel regression. Bayesian methods thus allow us to assess the strength of evidence in our data for the effects of interest, given our sample size.
48 healthy volunteers (9 male; age 18-31, mean age = 23; 4 left-handed) were recruited for experiment 1. 24 participants (3 male) performed the task in the social condition, 24 (6 male) performed the task in the non-social condition. No participants were excluded from data analysis. For the social version, participants were invited into the lab in pairs, received instructions together and were told that they would be playing together in the experiment. They were then brought into separate computer cubicles to perform the task. For the non-social version, participants were also recruited in pairs, but were not told they would be playing together. In case one participant failed to attend, the other was assigned to the non-social condition and tested alone (n=9). After the task, participants filled out a post-experimental questionnaire, were fully debriefed and paid £7.50 per hour for their participation, plus a bonus based on their task performance. All participants gave written informed consent and the study was approved by the local ethics committee.

Task

The task was similar to that used in (Beyer et al., 2018) and modelled after the balloon analogue risk task (Lejuez et al., 2002). In each trial, participants saw a small balloon in the centre of the computer screen, which inflated at constant speed. The image of a pin was presented above the balloon, such that the balloon would pop when it touched the pin. The balloon would inflate at variable speed and speed up unpredictably at some point of a given trial, in order to make it risky to wait until the maximum size possible. At any time, participants could stop the balloon by pressing the space bar on a standard keyboard.

In the social version (figure 1), an avatar marked the presence or absence of the alternative agent. To the left of the balloon, the participant saw an avatar representing themselves. To the right of
the balloon, the participant saw either a coloured rectangle (in non-social trials), or another avatar representing their alleged co-player (in social trials). In social trials, the co-player could sometimes stop the balloon before, and thus instead of, the participant. In each trial, the avatar belonging to the player who stopped the balloon was marked by a red rectangle as soon as a response was made.

In the non-social version (figure 4), participants saw the image of an air pump that was coloured either green or blue. Participants were instructed that the green pump was new, and the blue pump was old. The green pump would always inflate the balloon until it popped, unless the participant acted. The blue pump might, on some trials, break down before the balloon was fully inflated, in which case the participant would not lose any points.

Critically, the social "co-player" and the non-social "faulty pump" were programmed in the same way: the alternative agent would only act if the participant had acted on the majority of social/old pump trials and for a maximum of 3 trials per block. The only difference between task versions was that the pump was introduced as a non-social agent, thus not encouraging the engagement of mentalizing processes.
Figure 4: task outline for non-social frame in experiment 1. Figure shows the different conditions for the non-social task version. Within-subject conditions and outcomes were identical to the social task version shown in figure 2.

The payoff structure was as follows: if the balloon popped, participants lost 80-99 points (and the social group was told that, in social trials, so would their co-player); if they stopped the balloon, they lost 1-60 points; in trials with the alternative agent, if that agent stopped the balloon, participants lost 0 points. The other agent (co-player / old pump) was programmed to stop the balloon with a likelihood of about 70%, if the participant had acted on the majority of social trials, and for a maximum of 3 trials per block. The point at which the co-player acted / the old pump broke down varied between 74-86% of the maximum balloon size.
Participants completed three blocks of 20 trials each with 10 agent absent (co-player absent / new pump) and 10 agent present (co-player present / old pump) trials per block, randomized on a trial-wise basis.

After the last block, participants in the social group were given the following questions, answering on visual analogue scales: ‘How fair was your co-player’ (scale labelled as ‘very unfair’ / ‘very fair’); ‘When you played together with your co-player, in what percentage of trials did the balloon pop?’ (0% / 100%); ‘When you played together with your co-player, in what percentage of trials did YOU stop the balloon?’; ‘When you played alone, in what percentage of trials did you stop the balloon?’; ‘When you played with your co-player, did you believe you were really playing with him/her?’ (‘Not at all’ / ‘Completely’). Participants in the non-social group were only given questions 2-4, re-phrased in regard to the old/new pump instead of the co-player.

Data analysis

Our analysis focused on agency ratings in trials in which the participant successfully stopped the balloon before it burst, as these trials are comparable between contexts in which the alternative agent (co-player or old pump) was present or absent.

Analyses were performed with Bayesian multilevel linear regression models (a.k.a. mixed-effects models), with the brms package (Bürkner, 2017) in R (R Development Core Team, 2008), which uses Hamiltonian Monte Carlo to sample from the posterior distribution over parameter values, by means of the Stan programming language (Carpenter et al., 2017). We report the posterior means ($\beta$) of the estimated parameters at the population-level (fixed effects), and their associated 95% credible intervals (CI; the central 95% of values in the respective marginal posterior distribution, indicating the uncertainty around the estimate). We entered trial-wise agency ratings as the dependent variable, modelled by group (social = .5 vs. non-social = -.5) as a between-
subject predictor, with alternative agent context (absent = .5 vs. present = -.5) and outcome value (Z-scored within participant; (Gelman, 2008) as within-subject predictors. The within subject predictors were included as variable effects nested within participants (i.e. random intercepts and slopes model). In a previous study using this paradigm (Beyer, Sidarus et al 2017), we consistently found regression slopes of less than 5 points. Therefore, we specified the prior for the population-level effects \( a \sim \text{Normal}(0, 5) \) – that is, Normally distributed with a mean of 0 and standard deviation of 5. This reflects that we are ~95% certain that regression slopes will be within the interval \([-10, +10]\). We set a \( \text{Uniform}(0, 100) \) prior on the intercept parameter, covering the range of the scale. We calculated Bayes Factors (BF) for each regression term using the Savage-Dickey density ratio (Wagenmakers et al., 2010). As appropriate, we report effects in favour of the null hypothesis (BF\(_{01}\)), or in favour of the alternative hypothesis (BF\(_{10} = 1/\text{BF}_{01}\), and following (Lee & Wagenmakers, 2014), we describe the strength of evidence as anecdotal (1 < BF < 3), moderate (3 < BF < 10), strong (10 < BF < 30) and very strong (30 < BF).

**Results**

**Influence of social context on task performance**

Comparing task performance between task versions showed, most importantly, no difference between social (avatar) and non-social (pump) agent groups in the number of trials in which the alternative agent acted (\( M = 7.6 / 7.5; \text{SD} = 1.6 / 1.6; t_{46} = 0.4, p = .656; d=.06; \) Figure 5A). Thus, participants in the social and non-social versions experienced the same level of external influence and, in principle, could have formed similar expectations about the probability of the balloon stopping ‘on its own’.
Considering the number of trials in which the participant did act, a group by context mixed ANOVA showed significant main effects of group (F\text{1,46} = 8.0; \ p = .007, \ \eta_p^2 = .15), context (F\text{1,46} = 236.3; \ p < .001, \ \eta_p^2 = .84), and a significant interaction (F\text{1,46} = 5.6; \ p = .023, \ \eta_p^2 = .11). Post-hoc tests revealed that, when the alternative agent was present, participants in the social task frame acted less frequently than participants in the non-social frame (M = 16.3 / 19.2; SD = 3.3 / 3.0; t_{46} = -3.2; \ p = .002; \ d = .92), while there was no difference between groups when the alternative agent was absent (M = 24.6 / 25.3; SD = 2.5 / 1.9; t_{46} = -1.0; \ p = .304; \ d = .32; Figure 5B). While, as is to be expected, both groups acted less often when the balloon could be stopped by the alternative agent (paired t-test for agent present vs. absent, social frame: t_{23} = 11.7, \ p < .001; \ d = 2.78; non-social frame: t_{23} = 10.0, \ p < .001; \ d = 2.32), this effect was stronger if participants thought they were playing with another person, than if they were playing with a faulty pump. Thus, even though they had the same experience of external influence on stopping the balloon, participants who believed the alternative agent in that condition to be another person relied more on the other agent to act, relative to participants who did not believe that another person was involved. Since both groups had the same number of trials in which the alternative agent acted, acting less often in the agent present condition for the social frame group resulted in a larger number of balloon bursts trials, and hence a slightly inferior task performance, with a lower gain on average (points gained in the social vs. non-social groups: M = 46.6 / 70.6; SD = 33.9 / 21.1; t_{46} = 2.9; \ p = .005; \ d = .85).
Figure 5: task performance. Panel A shows the mean number of "actions" by the alternative agent, i.e. when co-player acts (social group), or old pump breaks down (non-social group). Panel B shows the mean number of successful actions by the participant in both experimental groups, as a function of the context (agent absent vs. present).

We analysed response times (RTs) with a group (social and non-social groups) x context (agent absent vs. present) mixed ANOVA. This revealed no significant main effect of group ($F_{1,46} = 0.9; p = .358, \eta^2_p = .02$) or context ($F_{1,46} = 1.9; p = .197, \eta^2_p = .04$), nor a significant interaction ($F_{1,46} = 1.2; p = .285, \eta^2_p = .03$; agent absent vs. present for social group: $M = 6.35 / 6.33; SD = .22 / .30$; agent absent vs. present for non-social group: $M = 6.33 / 6.23; SD = .21 / .29$). The absence of any effect on RTs in this experiment suggests that changes in its design and the way the behaviour of the alternative agent was programmed, relative to our previous study (Beyer et al., 2017), may have reduced the variance in RTs. Nonetheless, the increased number of balloon bursts in the presence of the social agent clearly demonstrates that participants tended to wait for the other player to act.

Influence of social context on sense of agency
Our analyses focused on trials in which the participant stopped the balloon. For these trials, event sequences and action-outcome contingencies were identical in the alternative agent absent vs. present contexts. The Bayesian multilevel regression model of agency ratings (figure 6) showed very strong evidence for a main effect of outcome value ($b = 8.95$, 95% CI = [5.55, 12.12], $BF_{10} > 4 \times 10^4$). Importantly, there was moderate evidence for a group $\times$ context $\times$ outcome interaction ($b = 6.01$, 95% CI = [0.73, 11.26], $BF_{10} = 6.04$; figure 6; full statistics in table 1), suggesting that the group manipulation altered the way in which context and outcomes influenced agency ratings.

**Figure 6: Influences on sense of agency in experiment 1.** Density plots of the posterior fixed effects estimates from the Bayesian multilevel model. Points show posterior means, and horizontal lines are 95% Credible Intervals. ‘Group’ refers to the social (avatar) vs. non-social (pump) factor. ‘Context’ refers to the presence or absence of the alternative agent (i.e. co-player present/absent, pump old/new).
Table 1: Test statistics for experiment 1. Estimated fixed effect parameters from the Bayesian multilevel model. Columns show the posterior mean estimate, standard error, lower and upper bounds of the 95% Credible Interval, and Bayes Factors in favour of the null (BF$_{01}$) and alternative (BF$_{10}$) hypotheses. Group: Social vs. Non-social, Context: presence vs. absence of the alternative agent (i.e. co-player present/absent, pump old/new).

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Estimate</th>
<th>SE</th>
<th>2.5%</th>
<th>97.5%</th>
<th>BF$_{01}$</th>
<th>BF$_{10}$</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intercept</td>
<td>61.32</td>
<td>2.85</td>
<td>55.68</td>
<td>67.00</td>
<td>-</td>
<td>-</td>
</tr>
<tr>
<td>Group</td>
<td>-2.69</td>
<td>3.93</td>
<td>-10.22</td>
<td>5.28</td>
<td>0.87</td>
<td>1.15</td>
</tr>
<tr>
<td>Context</td>
<td>1.36</td>
<td>1.12</td>
<td>-0.84</td>
<td>3.57</td>
<td>2.04</td>
<td>0.49</td>
</tr>
<tr>
<td>Outcome</td>
<td>8.95</td>
<td>1.70</td>
<td>5.55</td>
<td>12.12</td>
<td>&lt;2.5e$^{-4}$</td>
<td>&gt;4 e$^4$</td>
</tr>
<tr>
<td>Group x Context</td>
<td>2.96</td>
<td>2.02</td>
<td>-1.04</td>
<td>6.88</td>
<td>0.85</td>
<td>1.18</td>
</tr>
<tr>
<td>Group x Outcome</td>
<td>1.19</td>
<td>2.98</td>
<td>-4.60</td>
<td>7.03</td>
<td>1.57</td>
<td>0.64</td>
</tr>
<tr>
<td>Context x Outcome</td>
<td>1.20</td>
<td>1.47</td>
<td>-1.62</td>
<td>4.06</td>
<td>2.38</td>
<td>0.42</td>
</tr>
<tr>
<td>Group x Context x Outcome</td>
<td>6.01</td>
<td>2.71</td>
<td>0.73</td>
<td>11.26</td>
<td>0.17</td>
<td>6.04</td>
</tr>
</tbody>
</table>

**Social Group:**

| Context             | 2.84   | 1.54 | -0.23 | 5.83  | 0.61      | 1.63      |
| Outcome             | 9.55   | 2.24 | 5.15  | 13.99 | <2.5$x^{-4}$ | >4$x^{3}$ |
| Context x Outcome   | 4.20   | 2.09 | 0.21  | 8.32  | 0.34      | 2.97      |

**Non-Social Group:**

| Context           | -0.12  | 1.48 | -3.07 | 2.85  | 3.83      | 0.26      |
| Outcome           | 8.35   | 2.28 | 3.67  | 12.71 | <0.01     | 291.42    |
| Context x Outcome | -1.80  | 1.91 | -5.46 | 2.02  | 1.72      | 0.58      |

To investigate the three-way interaction, we used our model to estimate the size of the context by outcome interaction within each group (Figure 7). In the social group, we found a context by outcome interaction (b = 4.20, 95% CI = [0.21, 8.32]), with anecdotal evidence for the alternative hypothesis (BF$_{10}$ = 2.97). In the social group, agency ratings were increasingly greater in the agent-absent context compared to the agent-present context (in which the alleged co-player could have acted) with better outcomes. This interaction resulted in anecdotal evidence for a main effect of context (b = 2.84, 95% CI = [-0.23, 5.83]; BF$_{10}$ = 1.63), for average outcomes. That is,
the previously observed effect of a reduction in agency ratings in social contexts was here largely restricted to good outcomes, likely due to bad outcomes already leading to a robust reduction in agency ratings, thus overshadowing the context effects.

In contrast, the non-social group showed no robust context by outcome interaction ($b = -1.80, 95\%\text{ CI} = [-5.46, 2.02]$), with anecdotal evidence for the null hypothesis ($BF_{01} = 1.72$), nor a main effect of context ($b = -0.12, 95\%\text{ CI} = [-3.07, 2.85]$), with moderate evidence for the null hypothesis ($BF_{01} = 3.38$). Thus, in contrast to the social group, and to our previous findings, the presence or absence of another possible cause for stopping the balloon, i.e. the old vs. new pump, did not robustly affect agency ratings.

Consistent with the large main effect of outcome value in the full model, both groups showed very strong evidence for a main effect of outcome (see table 1), with better outcomes linked to higher agency ratings.
Figure 7: results for separate analysis of social and non-social groups. Panel A shows smoothed density plots of the posterior distributions of the estimated parameters for the effects of context and outcome estimated for the social and non-social group separately. Points show posterior means, and horizontal lines are 95% Credible Intervals. Panel B displays the mean agency ratings (dots) and fitted values from the model (regression line, and shaded 95% Credible Intervals) for the context (alternative agent present vs. absent) by outcome value interactions for each group. Note that more positive outcome values (Z) reflect smaller losses, and more negative values reflect larger losses.

454
455
456
457
458
459
460
461
462
463
464
465
466
467
468
469
470
Manipulation checks

471
At the end of the experiment, participants in the social task group were asked to rate the fairness of their co-player, and whether they had believed they were interacting with the other player, on scales from 0-100%. Participants rated their co-player as moderately fair (M = 47.6%; SD = 22.7) and showed a moderate level of belief in the cover story (M = 54.8%; SD = 35.1). An average rating of >50% indicates that participants were moderately convinced that they were interacting with the other participant. It should be noted that this rating was collected at the very end of the
task, and being given this question itself would likely arouse suspicion. Neither rating was correlated with the effect of social context on sense of agency (fairness: $r = .12$, $p = .59$; belief in cover story: $r = -.06$, $p = .77$). Given this lack of correlation, together with the demand characteristics involved in such debriefing questionnaires, which highlight the possibility of having been deceived, and our use of mixed effects models, which are robust to outliers, we decided to not exclude any participants. These questions were not given to the non-social task group, since there was no alleged other person involved. Including belief ratings a separate predictor in the model of agency ratings showed no main effect of deception, nor any robust interactions (see Supplementary Analysis).

In both conditions, we assessed participants’ perception of how many times they acted in either condition. Participants were asked on what percentage of trials they stopped the balloon in social trials / when playing with the old pump. This did not differ between conditions ($M_{social} = 65.2; SD_{social} = 14.4; M_{non-social} = 65.7; SD_{non-social} = 18.4; t_{46} = -0.1; p = .911$). They were also asked on what percentage of social / old pump trials the balloon burst, with participants in the social condition reporting a greater percentage of bursts than participants in the non-social condition ($M_{social} = 38.5; SD_{social} = 18.0; M_{non-social} = 27.6; SD_{non-social} = 19.3; t_{46} = 2.0; p = .05$). For non-social trials / playing with the new pump, there was no difference between groups in the estimated number of times participants stopped the balloon ($M_{social} = 77.9; SD_{social} = 15.3; M_{non-social} = 77.5; SD_{non-social} = 19.4; t_{46} = .1; p = .943$). This demonstrates that participant’s impressions of the balloon bursting were largely in line with their actual experience, as the social group experienced more bursts, as presumably they waited for the other agent to act; unlike the non-social group.
Interim discussion

The results of this experiment show that the reduction in sense of agency due to the presence of another potential agent occurs only when that agent is assumed to be a person (i.e. social agent), and not when it is assumed to be a mere mechanism. When a non-intentional, non-social agent could interfere with the balloon inflation in addition to the participant, no reduction in sense of agency was observed for trials in which the participant successfully acted. Participants behaved differently towards social agents, relying more on them than on a non-social agent to intervene in response to increasing risk, and to act before the balloon exploded. These findings show that social cognition is indeed a crucial factor in these contextual effects on sense of agency.

Alternative explanations for reduced sense of agency in the presence of an alternative agent could have been a shift in subjective outcome value when a no-loss option was possible. Thus, due to counterfactual thinking (‘I could have lost no points’), a small negative outcome could be perceived as worse than when the no-loss option was not available (in the agent present vs. absent conditions). Further, increased uncertainty of trial outcomes prior to the action, or prior experience of non-control (i.e. the balloon stopping ‘on its own’), could become associated with the task condition, thus lowering the overall sense of agency. Crucially, these explanations would have predicted the same effect for the non-social agent, i.e. the old and faulty pump. As the only difference between the two groups was the social vs. non-social framing of why the balloon might occasionally stop "on its own", these findings strongly suggest that social cognition underlies the agency-reducing effect of the co-player’s presence.

One other potential difference between conditions could be that the co-player could be perceived as a capable, somewhat predictable aid in the task, whereas the old pump was clearly labelled as
defective and random. However, if this had influenced sense of agency ratings, we would have predicted the opposite effects of those found here, i.e. participants should experience particularly low sense of agency when interacting with an unpredictable faulty device.

A further difference between task conditions was the presence of a self-representation in the form of an avatar for the social task group, which was absent for the non-social task group. However, for the social group, the participant’s own avatar was present in both task conditions (co-player absent or present). Thus, if the presence of such a self-representation affected sense of agency, this should have resulted in a main effect of group, rather than the observed interaction effect.

In contrast to our previous studies, in the social group here we found evidence for a context by outcome interaction effect, rather than simply a main effect of context. This was due to a stronger effect of the co-player’s presence if the outcome of a given trial was relatively good, i.e. fewer points were lost. The most likely explanation for this interaction is a floor effect in agency ratings when outcomes were particularly bad, as participants already rated their sense of agency as very low, thus not reducing it further due to the co-player’s presence. Importantly, the direction of this interaction is in the opposite direction of what would be predicted based on self-serving bias, which would predict a stronger displacement of responsibility to others for particularly bad outcomes.

However, overall negative outcome valence remains a potential confound in the tasks used so far. Previous accounts of diffusion of responsibility have focused on post-hoc justification due to self-serving bias (Bandura, 2002). This predicts that external attribution of control should occur particularly for undesirable outcomes. None of our previous studies found evidence for a stronger effect of social context on sense of agency with increasingly larger losses (Beyer et al., 2017,
In fact, the only interaction between social context and outcomes observed so far showed the opposite pattern, with a reduced effect of social context on sense of agency for particularly negative outcomes.

However, while the effect of social context does not depend on outcome value (Z-scored), it may nevertheless be driven by overall outcome valence. Particularly, framing outcomes as generally negative could still motivate participants to assign some responsibility to their co-player in social settings, regardless of loss magnitude. As such, a social task frame may simply afford the displacement of responsibility for negative events. To test this alternative explanation, in the second experiment, we compared social context effects on sense of agency for positive and negative outcomes.

**Experiment 2**

In this experiment, one group of participants performed a “gain” version of the social task (fig. 8), winning a variable amount of points, while another group performed a “loss” version, losing a variable amount of points, as in previous experiments.

**Methods**

*Participants & procedure*

44 healthy female volunteers were recruited for experiment 2. Due to low numbers of male participants being available for testing, only female participants were recruited. 22 participants performed the task in the gain frame, 22 performed the task in the loss frame. One participant in the gain frame was excluded from the analysis due to low trial numbers (only 5 trials in which the
participant successfully stopped the balloon in the social context). Thus, data of 43 participants were included in the analysis (age 19-30, mean age = 23; 2 left-handed).

Participants were invited into the lab in pairs, received instructions together and were told that they would be playing together in the experiment. They were then brought into separate computer cubicles to perform the task. After the task, participants filled out a post-experimental questionnaire, were fully debriefed and paid £7.50 for their participation, plus a bonus based on their task performance. All participants gave written informed consent, and the study was approved by the local ethics committee.

Task

The overall task was similar to that in experiment 1, with the exception that the payoff structure was different, as it needed to be symmetric for the loss and gain version. In the loss frame, the payoff structure was as follows: if the balloon burst, the participant lost 20 points (and was told that in social trials, so would their co-player); if the participant stopped the balloon, they lost 1-20 points depending on the size of the balloon (the bigger the balloon, the fewer points they lost); in social trials, if the co-player stopped the balloon, the participant lost 0 points. In the gain frame, the payoff was as follows: if the balloon burst, the participant earned 0 points; if the participant stopped the balloon, they earned 1-20 points (the bigger the balloon, the more points they earned); in social trials, if the co-player stopped the balloon, the participant earned 20 points. Additionally, there was no pin displayed above the balloon, but the balloon popped at a randomly determined size that varied from trial to trial. At any time, the participant could press the left button on a standard computer mouse to stop the balloon.
Figure 8: task outline for experiment 2. Figure shows the different conditions for the task in the gain frame. Task structure was identical for the loss frame, except for outcome value (which ranged from 0 to -20). In both gain and loss frames, participants obtain the best outcome when the co-player acts, and the worst outcome when the balloon bursts.

Thus, in both frames, the best outcome was obtained by the co-player’s action, the worst if neither player acted, and an outcome in-between these extremes if the participant acted, depending on balloon size. Notably, the overall valence of the outcomes was framed as either something desirable (trying to gain points) or something to be avoided (losing points).

At the end of each trial, participants rated how much control they felt they had over the outcome of that trial, on a visual analogue scale ranging from ‘no control’ to ‘complete control’.

Participants were instructed that the outcome referred to the number of points they gained or lost on that trial, rather than whether the balloon popped or not.
The co-player’s behaviour was pre-programmed, such that they would only stop the balloon if the participant had stopped the balloon on the majority of social trials of that block (i.e. if the participant had stopped the balloon on at least one social trial more, than the co-player). If this was the case, the co-player stopped the balloon with a likelihood of about 66%.

Participants played 4 blocks of 30 trials each. In each block, 15 social and 15 non-social trials were randomly intermixed, resulting in 60 trials per experimental condition.

Data analysis

Data analysis was performed as for experiment 1, with Bayesian multilevel linear regression models, with gain and loss frame as a between-subject factor (Gain frame = .5, Loss frame = -.5), with presence of co-player context (absent = .5, present = -.5) and outcome value (standardized to have a standard deviation of 0.5; wherein 0 represents average outcomes, and higher values meaning increasingly more desirable outcomes, i.e. more points gained or fewer points lost) as within-subject predictors. As before, the within subject factors were included as varying effects nested within participants. As in experiment 1, we placed a Normal(0, 5) prior distribution on the fixed effects for all regression parameters, and a Uniform(0, 100) prior on the intercept term.

Results

Task performance

General task performance did not differ between groups. There was no significant difference across groups in number of trials in which the co-player acted (in the agent present condition; gain vs. loss group: M = 15.62 / 15.73; SD = 3.25 / 2.81; t_{41} = -0.1, p = .908; d = .04; figure 9A), and no significant difference in participants' final earnings (gain vs. loss group: M = 290 / 290;
The number of trials in which the participant *did* act was analysed with a group (gain vs. loss frame) by context (agent absent vs. present) mixed ANOVA. This showed no significant effect of group ($F_{1,41} < .1, p = .953, \eta_p^2 < .01$), nor a significant interaction between the factors ($F_{1,41} = .1, p = .817, \eta_p^2 < .01$; figure 9B). A significant main effect of context ($F_{1,41} = 221.8, p < .001, \eta_p^2 = .84$) showed that, across groups, participants acted significantly less often when the alternative agent was present than absent, since the balloon could also be stopped by the co-player (agent absent vs. present for gain group: $M = 46.4 / 30.9$; SD = 6.7 / 7.2; $t_{20} = 9.63; p < .001; d = 2.23$; agent absent vs. present for loss group: $M = 46.1 / 31.0$; SD = 5.8 / 5.9; $t_{21} = 11.61; p < .001; d = 2.58$).

**Figure 9:** task performance for experiment 2. Figure shows mean number of the alternative agent’s actions (co-player acts), as well as mean number of successful actions of the participants in both experimental groups.

Analysis of RTs with the same mixed ANOVA revealed no significant main effect of group ($F_{1,41} = 0.1; p = .759, \eta_p^2 < .01$), nor a significant interaction ($F_{1,41} = 1.3; p = .267, \eta_p^2 = .03$). A significant main effect of context ($F_{1,41} = 27.4; p < .001, \eta_p^2 = .40$) showed that, across both groups, participants acted significantly later in the agent present than in the agent absent.
condition (agent absent vs. present for gain group: M = 6.4 / 6.7; SD = .5 / .4; agent absent vs. present for loss group: M = 6.5 / 6.7; SD = .4 / .3). Consistent with our previous findings (Beyer et al. 2017), this suggests that participants tended to wait a bit longer to act when an alternative agent was present, since the best outcome was obtained if the co-player acted instead of them. Importantly, participants’ behaviour was equally affected by the co-player across gain and loss groups.

Influence of outcome valence on sense of agency and its modulation by social context

As before, our analyses focused on trials in which the participant stopped the balloon, in which event sequences and action-outcome contingencies were identical for trials with a co-player present vs. absent. The Bayesian multilevel regression model of agency ratings included the predictors group (gain vs. loss frame), context (co-player absent vs. present) and outcome (standardized). This revealed strong evidence for a main effect of context (b = 3.01, 95% CI = [1.09, 4.90], BF$_{10}$ = 18.3), as well as strong evidence for a context × outcome interaction (b = 3.50, 95% CI = [1.32, 5.66], BF$_{10}$ = 24.4, and very strong evidence for a main effect of outcome value (b = 9.73, 95% CI = [6.82, 12.55], BF$_{01}$ > 4×10$^4$; see figure 9, and full statistics in table 2). Consistent with the social group in Exp. 1 and previous findings (Beyer et al., 2017, 2018), participants felt more in control over better outcomes, and felt less in control in the social context, when a co-player was present, compared to the non-social one, when playing alone. Importantly, as for experiment 1, the interaction between outcome value and social context demonstrates that a self-serving bias, leading to a strategic displacement of agency for undesirable outcomes, cannot explain the reduction in agency ratings in the social context. As figure 10B shows, the difference in agency ratings between social and non-social context increased for better outcomes, and was absent for particularly bad outcomes.
Crucially, we found anecdotal evidence against an interaction between gain/loss group and context (b = 0.87, 95% CI = [-2.65, 4.29], BF$_{01} = 2.55$), and anecdotal evidence against a group x context x outcome interaction (b = 0.76, 95% CI = [-3.41, 4.87], BF$_{01} = 2.23$). Finally, we found anecdotal evidence against both other effects involving the group term (main effect of group: b = -2.84, 95% CI = [-10.04, 4.34], BF$_{01} = 1.08$; group x outcome: b = -2.46, 95% CI = [-7.53, 2.71], BF$_{01} = 1.26$). Together, these findings support our prediction that the previously observed reduction in agency ratings in the presence of intentional agents was not related to the overall context of losing money, as similar effects were observed in the context.

Table 2: Test statistics for experiment 2. Estimated parameters at the population-level from the Bayesian multilevel model. Estimate is the posterior mean and SE is the posterior standard deviation, with lower and upper bounds of 95% credibility intervals. Group: Gain vs. Loss frame, Context: presence vs. absence of the alternative agent (i.e. co-player present/absent).

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Estimate</th>
<th>SE</th>
<th>2.5%</th>
<th>97.5%</th>
<th>BF$_{01}$</th>
<th>BF$_{10}$</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intercept</td>
<td>58.37</td>
<td>2.68</td>
<td>52.66</td>
<td>63.48</td>
<td>-</td>
<td>-</td>
</tr>
<tr>
<td>Group</td>
<td>-2.84</td>
<td>3.67</td>
<td>-10.04</td>
<td>4.34</td>
<td>1.08</td>
<td>0.93</td>
</tr>
<tr>
<td>Context</td>
<td>3.01</td>
<td>0.96</td>
<td>1.09</td>
<td>4.90</td>
<td>0.05</td>
<td>18.3</td>
</tr>
<tr>
<td>Outcome</td>
<td>9.73</td>
<td>1.47</td>
<td>6.82</td>
<td>12.55</td>
<td>&lt;2.5x10$^{-3}$</td>
<td>&gt;4x10$^{4}$</td>
</tr>
<tr>
<td>Group x Context</td>
<td>0.87</td>
<td>1.75</td>
<td>-2.65</td>
<td>4.29</td>
<td>2.55</td>
<td>0.39</td>
</tr>
<tr>
<td>Group x Outcome</td>
<td>-2.46</td>
<td>2.62</td>
<td>-7.53</td>
<td>2.71</td>
<td>1.26</td>
<td>0.80</td>
</tr>
<tr>
<td>Context x Outcome</td>
<td>3.50</td>
<td>1.10</td>
<td>1.32</td>
<td>5.66</td>
<td>0.04</td>
<td>24.4</td>
</tr>
<tr>
<td>Group x Context x Outcome</td>
<td>0.76</td>
<td>2.09</td>
<td>-3.41</td>
<td>4.78</td>
<td>2.23</td>
<td>0.45</td>
</tr>
</tbody>
</table>
Figure 10: Influences on sense of agency for experiment 2. A. Density plots of the posterior distributions of the estimated parameters at the population-level from the Bayesian multilevel model. Points show posterior means, and horizontal lines are 95% Credible Intervals. ‘Group’ refers to the gain vs. loss frame. ‘Context’ refers to the presence or absence of the alternative agent (i.e. co-player present/absent). B. Mean agency ratings (dots) and fitted values from the model (regression line, and shaded 95% Credible Intervals) for the context × outcome interaction effect, collapsed across loss and gain frame groups. Note that more positive outcome values (Z) reflect smaller losses or larger gains (loss/gain group), and more negative values reflect larger losses or lower gains, respectively.

Manipulation checks

Ratings of fairness (M = 48.9%; SD = 17.2) and believing the cover story (M = 52.9%; SD = 22.1) were similar to experiment 1 and did not differ between win/loss groups (fairness Win vs. Loss, M = 50.6 / 47.2; SD = 17.3 / 17.5; t_{41} = .66; p = .514; d = .20; believe Win vs. Loss, M = 49.3 / 56.7; SD = 21.3 / 22.9; t_{41} = 1.11; p = .274; d = .33). Including belief ratings a separate predictor in the model of agency ratings showed no robust evidence for a main effect of deception, nor any interactions (see Supplementary Analysis).

Interim Discussion
Our findings show that reduced sense of agency in social contexts is not limited to situations in which action outcomes are undesirable, but also occurs for overall positive outcomes. This is in line with the hypothesis that the reduction in sense of agency in social contexts is driven by mentalizing processes, rather than self-serving bias. Across gain and loss frame settings, for relatively average or good outcomes, participants felt less in control over the consequences of their own actions when another potential agent was present. Thus, reduced sense of agency in social context does not depend on a generalised motivation to displace or diffuse responsibility for negative action consequences. In fact, as seen for the social group of Exp 1, the context by outcome interaction showed that the effect of context increased with more positive outcomes.

Discussion

This study tested key predictions derived from our novel model on how social contexts affect an important non-social aspect of human cognition, namely the emergence of a sense of agency. In a first experiment, we showed that social context reduces sense of agency, particularly for good outcomes, but a comparable, non-social, non-intentional influence in the task did not have this effect. In a second study, we showed that the presence of another social agent led participants to feel less in control over the consequences of their actions, regardless of whether those consequences involved overall financial gains or losses. Importantly, in both cases, the alternative agent had no influence on the outcomes of the participant’s action.

Our findings replicate our previous studies using similar tasks, while significantly extending our understanding of important phenomena in social psychology. Generally, differences in human behaviour between non-social and social environments are explained with self-serving biases (Shepperd et al., 2008), shyness or social referencing (DiMenichi & Tricomi, 2018), or strategic
displacement of responsibility (Bandura, 2002). Moreover, social contexts can objectively reduce control over one’s actions and outcomes, and can introduce ambiguity in who caused a given outcome. Perceived control is an important prerequisite for responsibility: one should reasonably assume more responsibility for a controllable event than for a non-controllable one. We show that the presence of others affects the human experience of voluntary action, even when alternative influences as the ones above are experimentally controlled for.

In reference to the possible relation between a self-serving bias and diffusion of responsibility described in the introduction, we found no evidence to support the hypothesis that the diffusion of responsibility effect is specifically tied to a self-serving bias, such that participants strategically displace responsibility to others for undesirable outcomes, as exemplified in H1 (figure 3). The second experiment showed a similar reduction in agency ratings in the alleged presence of a co-player, relative to playing alone, i.e. diffusion of responsibility, regardless of whether participants aimed to earn points (gain frame) or avoid losing points (loss frame).

Turning to how agency ratings were affected by relatively more desirable vs. more undesirable outcomes (i.e. within-participants), our findings are consistent with a general self-serving bias, as participants report greater control over better outcomes, but that cannot explain the reduced sense of control in social contexts. If anything, the interaction pattern observed here was of a greater effect of social context on the sense of control with relatively better outcomes, consistent with the pattern of H3 (figure 3). Yet, we suggest this pattern is best explained by a floor effect on ratings for the more undesirable outcomes, which would overshadow the social context effect. When considered together with our previous studies (Beyer et al., 2017, 2018; Ciardo et al., 2020) consistently showing no interactions between outcome value and social context, as depicted in H2 (figure 3), we believe the balance of evidence is most consistent with the hypothesis that the
sense of agency is independently influenced by a self-serving bias, reflected in the effect of outcome, and the diffusion of responsibility seen in social contexts.

Further supporting a dissociation between the effect on sense of agency of social context and of outcome value, higher sense of agency for better outcomes was even observed in a completely non-social task setup (when participants interacted with a pump, Exp 1). Moreover, studies using implicit measures of sense of agency in non-social settings (Christensen et al., 2016; Takahata et al., 2012) have shown a consistent pattern of results, suggesting that this effect does not require explicit, reflective processes. The observed effect of outcome on sense of agency is consistent with a general self-serving bias, such that participants accept more control over actions with more desirable consequences. Yet, a second explanation worth noting would be that participants aimed to achieve the best outcome possible, and thus felt most in control when the observed outcome closely matched that intention.

Together, the two experiments presented here provide strong support for our model of social context influences on sense of agency, developed in earlier studies (Beyer et al., 2017, 2018). According to this model, the presence of others increases dysfluency in the decision-making process, by evoking mentalizing processes in addition to task-directed cognition. This dysfluency then decreases sense of agency, in line with studies demonstrating reduced sense of agency with increased decision-making difficulty (Chambon et al., 2014; Sidarus et al., 2017b; Sidarus & Haggard, 2016; Wenke et al., 2010) or increased working memory demands (Hon et al., 2013; Howard et al., 2016; Wen et al., 2016).
We propose that the presence of another human agent is a particularly strong source of dysfluency, due to the complexity of cognitive processes induced by their presence. Recall that, in the first experiment comparing social and non-social agents, participants in both groups experienced the same amount of external influence in the task, that is, the balloon was stopped by the alternative agent (co-player or faulty pump) in the same number of trials. Yet, the presence of another potential agent only influenced sense of agency when the agent was believed to be a social, intentional entity, compared to a non-living, presumably random one. Since the only difference between groups was the framing of the task, differences in the effects of context on sense of agency between groups likely depend on the cognitive processes associated with the two task versions. Given that the key difference was whether or not the task instructions involved another person, mentalizing processes are the most plausible cognitive process to differ between groups, as is supported by our previous MRI study (Beyer et al., 2018). Plausibly, people try to build a model of the other putative social agent’s behaviour in order to predict what the other agent will do. Mentalizing about their co-player's potential behaviour, and trying to predict when and why the co-player might act, would thus serve to help the participant try to avoid the cost of acting themselves. In contrast, participants in the non-social condition were less influenced by their previous experience of the faulty pump, and tended to ignore the influence of the pump during decision-making. This may be because participants could not, or did not expect to, form a predictive model of the pump’s relevant behaviour. When the potential alternative cause of the balloon stopping was non-social (i.e. the "old pump"), it might seem \textit{a priori} less predictable, hence, participants might not engage resources in trying to understand its behaviour. In fact, similar effects have recently been found for interactions with a robot (Ciardo et al., 2020), in a task setting that did not involve monetary payoff, further suggesting that the perception of intentionality (as suggested even by an inanimate, but interactive robot) is sufficient to induce a
reduction in sense of agency. Taking these findings together thus supports our account that assuming an intentional stance towards the social agent results in continuous efforts at modelling and predicting their behaviour. Attempting to form this additional predictive model in turn disrupts the participant’s own decision-making and sense of agency.

Our interpretation of our findings as supporting a critical role for mentalizing in interfering with decision-making is further supported by the observation that participants' decisions were indeed different in social contexts. Participants relied more on the alternative social agent to act, even to their own disadvantage, as it resulted in more trials in which the balloon popped. This suggests that in addition to deciding when to stop the balloon on a given trial, in the presence of a social agent, participants may have additionally considered whether they should act at all. This decision would depend on their prediction of the co-player’s behaviour. The non-social cause of "action" still increased uncertainty about what might happen in each trial, as the balloon might still stop "on its own". However, participants acted more frequently in this condition, experiencing fewer balloon burst. Thus, only social agents led to robust changes in the participants' decision-making processes, by considering the other's behaviour, in turn disrupting their sense of agency. In line with this, inter-individual differences in perspective taking have been related to susceptibility to the bystander effect, with participants higher in perspective taking traits being more strongly affected by the presence of bystanders (Hortensius et al., 2016).

Limitations and future directions

Alternative explanations for our findings should also be considered. Especially when comparing the social vs. non-social task setups, it is possible that these tasks differed in terms of emotional processes, in addition to cognitive effects. For example, participants could have experienced
interaction with another person as competitive or provocative. Further, it is possible that a socioeconomic setting, in which one’s own losses contribute to a co-player’s gain, may affect sense of agency differently than a non-economic setting. However, the structure of the task and instructions were such that it could also be perceived as a collaborative, turn-taking game. While participants have the individual goal of maximising their own payoff, they also have the shared goal of preventing the balloon from bursting. In fact, as the co-player’s behaviour was rated as moderately fair, we consider it unlikely that the observed loss of agency in social settings is primarily due to socioeconomic trade-off considerations, or anger.

While our core findings are in line with previous studies, the interaction between outcome magnitude and social context effects has not previously been found. We believe floor effects are the most likely reason for the absence of a social context effect in trials with relatively bad outcomes. Nonetheless, it remains possible that deciding to act early could have altered the effect of social context on sense of agency, which could be explored in future studies. In the current task, response times were partially related to outcome magnitude, rendering it difficult to estimate the potentially specific role of response time on the effect of social context on sense of agency. However, the task was designed such that the speed at which the balloon inflated varied both across and within trials, ensuring that was no strict relationship between response time and outcome magnitude. Notably, there was no strong and consistent effect of social context on response times. Therefore, we do not think this is likely to be a significant confound for the effects observed here.

Further, we mostly tested female participants here. However, in a previous study with a balanced gender distribution, we found no evidence of gender effects (Beyer et al., 2017).
It remains to be tested whether this agency-reducing effect of social context depends on the nature of the interaction. In the present experiment, the interaction was semi-competitive. In situations where participants engage in a fully shared goal (e.g. joint action setups), or in which a clear rule-based strategy is offered (such as prescribed turn-taking), the effect of the other’s presence on sense of agency might be absent or even reversed (cf. van der Wel, 2015).

Relatedly, future studies could further address the potential role of perceived uncertainty of the alternative agent, as this may have differed between the social and non-social task groups in experiment 1. One possibility is manipulating the predictability of the co-player’s behaviour, to assess whether a more random behavioural pattern affects sense of agency differently than a more strategic or predictable one.

Sense of agency is related to a number of perceptual processes (Tsakiris & Haggard, 2005) and outcome monitoring (Bednark & Franz, 2014), and is thus presumed to play a crucial role in voluntary action. Previous research has largely focused on the benefits of social contexts to human cognition (Devaine et al., 2014; Vanlangendonck et al., 2018). This has neglected its potentially disruptive effects under some circumstances, as when social context reduces sense of agency and outcome monitoring (Beyer et al., 2017). Our findings have strong implications for common educational practices: reduced sense of agency in social contexts may likely affect feedback-driven learning, making a case for reduced peer influence on individual learning processes. Moreover, future studies should take into account interpersonal variability in the sensitivity to social cues, to better understand the role of mentalizing processes in learning from social feedback, and consequently on social development.

Conclusions
In the presence of other people, mentalizing processes can interfere with non-social aspects of human cognition. In two experiments, we show that the presence of others reduces sense of agency over gain and loss outcomes, and that this effect is specific to the presence of an intentional, social agent. Our findings suggest that the presence of other people can have fundamental effects on how we perceive our own actions and outcomes. This has important implications for our understanding of human behaviour in social environments. Even without an explicit motivation for self-serving displacement of responsibility, the presence of others can affect our subjective sense of agency. An anticipated lack of control might reduce an individual’s motivation to take action in a social situation, while reduced outcome monitoring could be linked to reduced learning from action consequences. Thus, further studies should focus on the effects that a reduced sense of agency in social situations might have on subsequent learning and decision-making.

Open Practices

Data is available in de-identified form on Open Science Framework (https://osf.io/2s7kb/).


